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@ EDA Process
@ Datasets = Tips, Titanic and Algae Blooms

1of45


mailto:bernard.butler@setu.ie

Data Mining (Week 4)

| Introduction |

| Motivating Example ‘

Preparation

| Data Handling pe———————3p | Exploring Data 1 Exploring Data 2 Building Models ‘

/

Prediction

q Regression Classification Regression Classification
Clustering 2 a 2 2

[ ‘Wrap up j

20f45



EDA — Summary

o —

2.1
2.2

Example Datasets
Before we start . ..

dtypes
Missing Values

Categorical Features
Numerical Features



Acknowledgment

A big thanks to Dr Kieran Murphy, who provided many of the slides for today’s lecture.

4 of 45



Introduction

Introduction

50f45



Introduction

Exploratory Data Analysis (EDA)

To understand and summarise a dataset to ensure that the features which are feed to machine learning
algorithms are refined and that the results are valid and can correctly interpreted.

@ Develop insight about the dataset and understanding of the underlying structure.

o Extract important parameters and relationships that hold between them.
@ Test underlying assumptions.

o Identify issues that affect model performance — outliers, missing values.
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Introduction

Data Pipeline

Datasets Data Retrieval
A 4
Data Feature Feature
Pi ing & Es jon & Scaling & Model
T P h » del L Deployment &
Wrangling q ] Selection g o Evaluation & Monitoring
Tuning
Data Preparation
L Re-iterate till y model perfi

@ Data preparation is the core of the data mining pipeline (typical estimates >50% of the time/effort).
o EDA is the data processing and wrangling.

o EDA informs the feature extraction, engineering, transformation and selection.
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Introduction

The Bad News — ‘The curse of choice’

What questions to ask?

Dataset global questions: How many features? How many observations? What is the data type of each feature? Any null
values? ... Feature specific questions: What is the distribution of each variable? Do there appear to be outliers? What fea-
tures are related? ... Missing value questions: Are null value a result of the way data was recorded? Can we drop the rows with null
values without it significantly affecting your analysis? Can we justify filling in the missing values with the mean or median for that vari-
able? If the data is time-series data, can we fill the missing values with interpolation? Are there so many missing values for a variable

that we should drop that variable from the dataset? ... Outlier questions: Why are outliers present? Do the outliers represent real observations (i.e. not
errors)? Should we exclude these observations? If not, should we winsorise the values? ... Correlati i i ions: Which variables are most correlated with
your target variable? (If i Is there i i ity? (Two features that have a correlation > 0.8) How will this affect your model? Do you have variables that represent the

same information? Can one be dropped?

8of45



Introduction

The Bad News — ‘The curse of choice’

What questions to ask?

Dataset global questions: How many features? How many observations? What is the data type of each feature? Any null
values? ... Feature specific questions: What is the distribution of each variable? Do there appear to be outliers? What fea-
tures are related? ... Missing value questions: Are null value a result of the way data was recorded? Can we drop the rows with null
values without it significantly affecting your analysis? Can we justify filling in the missing values with the mean or median for that vari-
able? If the data is time-series data, can we fill the missing values with interpolation? Are there so many missing values for a variable

that we should drop that variable from the dataset? ... Outlier questions: Why are outliers present? Do the outliers represent real observations (i.e. not
errors)? Should we exclude these observations? If not, should we winsorise the values? ... Correlati i i ions: Which variables are most correlated with
your target variable? (If i Is there i i ity? (Two features that have a correlation > 0.8) How will this affect your model? Do you have variables that represent the

same information? Can one be dropped?

‘What visualisations to build?

70 50 10

60

40 08

50
o c
20 o 1 2 % w s E£30 g0
S e e total_bill =1 5
S S g

o

Z30 20 go4
i

20 10 02

10 . .«Wﬂ«& e g 0.0

[ ] [ |- 10 20 30 40 50 o 10 20 30 40 50
o total_bill 20 40 total_bill
10 20 30 40 . total_bill -
o o% % 50
otal_oil

8of 45



Introduction

The Bad News — ‘The curse of choice’

What questions to ask?

Dataset global questions: How many features? How many observations? What is the data type of each feature? Any null
values? ... Feature specific questions: What is the distribution of each variable? Do there appear to be outliers? What fea-

tures are related? ... Missing value questions: Are null value a result of the way data was recorded? Can we drop the rows with null
values without it significantly affecting your analysis? Can we justify filling in the missing values with the mean or median for that vari-
able? If the data is time-series data, can we fill the missing values with interpolation? Are there so many missing values for a variable

that we should drop that variable from the dataset? ... Outlier questions: Why are outliers present? Do the outliers represent real observations (i.e. not
errors)? Should we exclude these observations? If not, should we winsorise the values? ... Correlati i i ions: Which variables are most correlated with
your target variable? (If i Is there icolli ity? (Two features that have a correlation > 0.8) How will this affect your model? Do you have variables that represent the

same information? Can one be dropped?

‘What visualisations to build?

lot(kind="hist"
e boxplot 0 o {_ecdbplot
60 |
40 0.8
>‘50
:
2, C e e e ow EX Sos
S e ol bil 3 £
S S 2
g 30 20 g 0.4
o
£
20 0 02
10 . . .«Wmn et 0.0
o [ ] [ |- 10 20 30 40 50 10 20 30 40 50
total_bill 20 40 total_bill
10 20 30 40 .. total_bill -

10 o0 s

0 3
total_bil

8of 45



Introduction

The Bad News — ‘The curse of choice’

What questions to ask?

Dataset global questions: How many features? How many observations? What is the data type of each feature? Any null
values? ... Feature specific questions: What is the distribution of each variable? Do there appear to be outliers? What fea-

tures are related? ... Missing value questions: Are null value a result of the way data was recorded? Can we drop the rows with null
values without it significantly affecting your analysis? Can we justify filling in the missing values with the mean or median for that vari-
able? If the data is time-series data, can we fill the missing values with interpolation? Are there so many missing values for a variable

that we should drop that variable from the dataset? ... Outlier questions: Why are mnlm~ [msuu’ Do the outliers represent real observations (i.e. not
errors)? Should we exclude these observations? If not, should we winsorise the values? ... Cor ions: Which variables are most correlated with
your target variable? (If i ) Is there icolli ity? (Two features that have a correlation > 0.8) How will this affect your model? Do you have variables that represent the

same information? Can one be dropped? ...

‘What visualisations to build?

L ipon
o plot(kind="hist") boxplot ecdfplot
60
50
9 230
240 o o ) 5
=1 8
g30 20
i
20 I 10
: o
el o or 1+
0 - .-—I 20 0 20 10 20 30 40 50
10 - totaliblll total bill total_bill

(Have a plan, be selective, understand strengths/weaknesses of metrics/visualisations} Sofds



Introduction

Terminology / Notation

Passengerld Pclass

Name

Sex Age SibSp Parch

Fare Cabin Embarked Survived

3

1
3
1
3
3
1
B
3
2
3

Braund, Mr. Owen Harris

Cumings, Mrs. John Bradley (Florence Briggs Th...
Heikkinen, Miss. Laina

Futrelle, Mrs. Jacques Heath (Lily May Peel)
Allen, Mr. William Henry

Moran, Mr. James

McCarthy, Mr. Timothy J

Palsson, Master. Gosta Leonard

Nasser, Mrs. Nicholas (Adele Achem)
Sandstrom, Miss. Marguerite Rut

male  22.0 1
female 38.0 1

female 26.0 0

female 35.0 1

male 350 0
male  NaN 0
male 540 0
male 20 3
Johnson, Mrs. Oscar W (Elisabeth Vilhelmina Berg) female 27.0 0

female 14.0 1

female 4.0

0

0
0
0
0
0
0
1
2
0
1

A/521171 7.2500 NaN
PC 17599 71.2833 C85

STON/O2. 3101282 7.9250 NaN
113803 53.1000 C123
373450 8.0500 NaN
330877 8.4583 NaN
17463 51.8625 E46

349909 21.0750 NaN
347742 11.1333 NaN
237736 30.0708 NaN
PP 9549 16.7000 G6

S

©
S
S
N
Q
S
S
N
@
N
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Introduction

Terminology / Notation

n + 1 columns / variables

. X . . tar)éet
n features / attributes / dimensions
/J\
Passengerld Pclass Name Sex Age SibSp Parch Fare Cabin Embarked Survived
1 3 Braund, Mr. Owen Harris male 22.0 1 0 A/521171 72500 NaN S 0
2 1 Cumings, Mrs. John Bradley (Florence Briggs Th... female 38.0 1 0 PC 17599 71.2833 C85 C 1
3 3 Heikkinen, Miss. Laina female 26.0 0 0 STON/O2.3101282 7.9250 NaN S 1
4 1 Futrelle, Mrs. Jacques Heath (Lily May Peel) female 35.0 1 0 113803 53.1000 C123 S 1
m observations / 5 3 Allen, Mr. William Henry male 35.0 0 0 373450 8.0500 NaN S 0
instances / 6 3 Moran, Mr. James male NaNO 0 330877 84583 NaN Q 0
cases / Tows 7 1 McCarthy, Mr. Timothy J male 54.0 0 0 17463 51.8625 E46 S 0
8 3 Palsson, Master. Gosta Leonard male 20 3 1 349909 21.0750 NaN S 0
9 3 Johnson, Mrs. Oscar W (Elisabeth Vilhelmina Berg) female 27.0 0 2 347742 11.1333 NaN S 1
10 2 Nasser, Mrs. Nicholas (Adele Achem) female 14.0 1 0 237736 30.0708 NaN C 1
\ 11 3 Sandstrom, Miss. Marguerite Rut female 4.0 1 1 PP 9549 16.7000 G6 S 1

o A labeled dataset consists of m rows X (n + 1) columns / variables.

@ Use bold to represent vectors and matrices.
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Introduction

Terminology / Notation

X

n + 1 columns / variables

Sex Age SibSp Parch

n features / attributes / dimensions

y
target
/J\

Fare Cabin Embarked Survived

Passengerld Pclass Name
1 3 Braund, Mr. Owen Harris male 22.0 1
2 1 Cumings, Mrs. John Bradley (Florence Briggs Th... female 38.0 1
3 3 Heikkinen, Miss. Laina female 26.0 0
4 1 Futrelle, Mrs. Jacques Heath (Lily May Peel) female 35.0 1
m observations / 5 3 Allen, Mr. William Henry male 35.0 0
instances / 6 3 Moran, Mr. James male NaN 0
cases / Tows 7 1 McCarthy, Mr. Timothy J male  54.0 0
8 3 Palsson, Master. Gosta Leonard male 2.0 3
9 3 Johnson, Mrs. Oscar W (Elisabeth Vilhelmina Berg) female 27.0 0
10 2 Nasser, Mrs. Nicholas (Adele Achem) female 14.0 1
\ 11 3 Sandstrom, Miss. Marguerite Rut female 4.0 1

Xj

0

A/521171 7.2500 NaN
PC 17599 71.2833 C85

STON/O2. 3101282 7.9250 NaN
113803 53.1000 C123
373450 8.0500 NaN
330877 8.4583 NaN
17463 51.8625 E46

349909 21.0750 NaN
347742 11.1333 NaN
237736 30.0708 NaN
PP 9549 16.7000 G6

o A labeled dataset consists of m rows X (n + 1) columns / variables.

@ Use bold to represent vectors and matrices.

@ Use subscripts to indicate particular feature / attribute / column

S

©
S
S
N
Q
S
S
N
@
N

0

1
1
1
0
0
0
0
1
1
1
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Introduction

Terminology / Notation

m observations /
instances /
cases / rows

Passengerld Pclass

n + 1 columns / variables

X

Name Sex Age SibSp Parch

n features / attributes / dimensions

y
target
/J\

Fare Cabin Embarked Survived

3

1
3
1
3
3
1
B
3
2
3

Braund, Mr. Owen Harris male

220 1

Cumings, Mrs. John Bradley (Florence Briggs Th... female 38.0 1

Heikkinen, Miss. Laina

female 26.0 0

Futrelle, Mrs. Jacques Heath (Lily May Peel) female 35.0 1
Allen, Mr. William Henry male 350 0
Moran, Mr. James male NaN 0
McCarthy, Mr. Timothy J male  54.0 0
Palsson, Master. Gosta Leonard male 2.0 3

Johnson, Mrs. Oscar W (Elisabeth Vilhelmina Berg) female 27.0 0

Nasser, Mrs. Nicholas (Adele Achem) female 14.0 1
Sandstrom, Miss. Marguerite Rut female 4.0 1
Xj

0

0
0
0
0
0
0
1
2
0
1

A/521171
PC 17599

72500 NaN
71.2833 C85

STON/O2. 3101282 7.9250 NaN

113803
373450
330877
17463

349909
347742
237736
PP 9549

o A labeled dataset consists of m rows X (n + 1) columns / variables.
@ Use bold to represent vectors and matrices.

@ Use subscripts to indicate particular feature / attribute / column
@ Use superscript in parenthesis to indicate particular observation / instance/ case / row

53.1000 C123
8.0500 NaN
8.4583 NaN
51.8625 E46
21.0750 NaN
11.1333 NaN
30.0708 NaN
16.7000 G6

S

©
S
S
N
Q
S
S
S
@
N

0

1
1
1
0
0
0
0
1
1
1
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Introduction

Terminology / Notation

m observations /
instances /
cases / rows

n + 1 columns / variables

X y
. . t: t
n features / attributes / dimensions jgi
Passengerld Pclass Name Sex Age SibSp Parch Fare Cabin Embarked Survived
1 3 Braund, Mr. Owen Harris male 220 1 0 A/521171 7.2500 NaN S 0
2 1 Cumings, Mrs. John Bradley (Florence Briggs Th... female 38.0 1 0 PC 17599 71.2833 C85 C 1
3 3 Heikkinen, Miss. Laina female 26.0 0 0 STON/O2.3101282 7.9250 NaN S 1
4 1 Futrelle, Mrs. Jacques Heath (Lily May Peel) female 35.0 1 0 113803 53.1000 C123 S 1
5 3 Allen, Mr. William Henry male 35.0 0 0 373450 8.0500 NaN S 0
6 3 Moran, Mr. James male NaN 0 0 330877 84583 NaN Q 0
7 1 McCarthy, Mr. Timothy J male 540 0 0 17463 51.8625 E46 S 0
8 3 Palsson, Master. Gosta Leonard male 2.0 3 1 349909 21.0750 NaN S 0 B
9 3 Johnson, Mrs. Oscar W (Elisabeth Vilhelmina Berg) female 27.0 0 2 347742 11.1333 NaN S 1 X(I)
10 2 Nasser, Mrs. Nicholas (Adele Achem) female 14.0 1 0 237736 30.0708 NaN C 1
11 3 Sandstrom, Miss. Marguerite Rut female 4.0 1 1 PP 9549 16.7000 G6 S 1
Xj
A labeled dataset consists of m rows x (n + 1) columns / variables.
Use bold to represent vectors and matrices.
Use subscripts to indicate particular feature / attribute / column .......... .. ..., X;
Use superscript in parenthesis to indicate particular observation / instance/ case / row ........ x()
i . . .. . i
So x]( ) (or x; ;) is the i-th observation in the j-th feature .................... ... ... ... ... .. xj( )



Introduction Example Datasets

Example Datasets

We will use a few datasets today to illustrate the various features:

Algae Blooms
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Introduction Example Datasets

Example Datasets

We will use a few datasets today to illustrate the various features:
o Small dataset of total bills, and tips for different servers with gender, day, time and group size.
@ Clean, no missing values, some outliers.
o Task: exploratory data analysis
o Classic dataset with passenger information for the Titanic’s fatal voyage, and whether they survived.
@ Has missing values and information rich text fields (Name, ticket number).
o Task: classification — predict whether a passenger survived.
@ Water quality study where samples were taken from different rivers over time.

@ Recorded levels of (seven) chemical substances and population of (six) algae species and other
information on the sample conditions.

o Task: regression — predict algae population level (7 separate populations).
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Tips dataset

Introduction Example Datasets

total_bill tip

sex smoker day

time size

0 16.99
T 10.34
; 21.01
; 23.68
Z 24.59
; 25.29
E8.77

; 26.88
; 15.04
514.78

1.01 Female No
1.66 Male No
3.50 Male No
3.31 Male No
3.61 Female No
4.71 Male No

2.00 Male No
3.12 Male No
1.96 Male No

3.23 Male No

Sun Dinner 2
Sun Dinner 3
Sun Dinner 3
Sun Dinner 2
Sun Dinner 4
Sun Dinner 4
Sun Dinner 2
Sun Dinner 4
Sun Dinner 2

Sun Dinner 2

No target column, so mainly just an ex-
ploratory data analysis problem. But ques-
tions of interest:

e How do factors sex, smoker, day,
time, or size affect tip / percentage
tip?

Does size vary with day, time,
smoker?

But some questions don’t make sense

e What is the relationship between sex
and smoker? — why should they be
related?

This is the downside of automatic EDA
tools such as pandas—profiling —
you will drown in statistics / charts.
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Algae Blooms dataset

Introduction Example Datasets

Season Size Speed max pH min_02 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5

0 winter small medium 8.00

1 spring small medium 8.35

2 autumn small medium 8.10

3 spring small medium 8.07

4 autumn small medium 8.06

5 winter small high

6 summer small high

7 autumn small high

8 winter small medium

9 winter small high
E spring small high
Esummer small high
1_2winter small high
13 summer small high
Hwinter small high
Eautumn small high
1_6winter small high

17 spring  small high

18 summer small high

8.25
8.15
8.05
8.70
7.93
7.70
7.45
7.74
7.72
7.90
7.55
7.78
7.61
7.35

9.8
8.0
11.4
4.8
9.0
13.1
10.3
10.6
3.4
015
10.2
11.7
9.6
11.8
9.6
11.5
12.0
9.8
10.4

60.800
57.750
40.020
77.364
55.350
65.750
73.250
59.067
21.950
8.000
8.000
8.690
5.000
6.300
3.000
4.700
7.000
7.000
7.000

6.238
1.288
5.330
2.302
10.416
9.248
1.535
4.990
0.886
1.390
1.527
1.588
1.223
1.470
1.448
1.320
1.420
1.443
1.718

578.00000
370.00000
346.66699
98.18200
233.70000
430.00000
110.00000
205.66701
102.75000
5.80000
21.57100
18.42900
27.28600
8.00000
46.20000
14.75000
34.33300
31.33300
49.00000

105.00000
428.75000
125.66700
61.18200
58.22200
18.25000
61.25000
44.66700
36.30000
27.25000
12.75000
10.66700
12.00000
16.00000
13.00000
4.25000
18.66700
20.00000
41.50000

170.00000
558.75000
187.05701
138.70000
97.58000
56.66700
111.75000
77.43400
71.00000
46.60000
20.75000
19.00000
17.00000
15.00000
61.60000
98.25000
50.00000
57.83300
61.50000

50.000
1.300
15.600
1.400
10.500
28.400
3.200
6.900
5.544
0.800
0.800
0.600
41.000
0.500
0.300
1.100
1.100
0.400
0.800

0.0 0.0 0.0 0.0
14 76 48 19
33 53.619 0.0
3.1 41.0 18.9 0.0

92 29

7.5

151146 1.4

24 12
18.2 1.6
254 5.4
17.0 0.0
16.6 0.0
32.1 0.0
43.5 0.0
311 1.0
52.2 5.0
69.9 0.0
46.2 0.0
31.8 0.0
50.6 0.0

3.2
0.0
2.5
0.0
0.0
0.0
2.1
3.4
7.8
1.7
0.0
3.1
9.9

0.0
0.0
3.9
0.0
0.0
2.9
0.0
0.0
0.0
0.0
0.0
0.0
1.2
4.8
4.3

34.2 ¢
6.7 (
0.0 (
14 (
7.5 ¢
22.5
5.8 ¢
5.5 ¢
0.0 (
0.0 (
1.2 «(
0.0 (
1.2
19 (
4.0 (
0.0 (
0.0 (
7.7

36 ¢
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Algae Blooms dataset

Introduction Example Datasets

Season Size Speed max pH min_02 mean_Cl mean_NO3 mean_NH4 mean_oP0O4 mean_ P04 me.

n_Chlor al a2 a3 a4 a5

0 winter small medium 8.00

1 spring small medium 8.35

2 autumn small medium 8.10

3 spring small medium 8.07

4 autumn small medium 8.06

5 winter small high

6 summer small high

7 autumn small high

8 winter small medium

9 winter small high
E spring small high
Esummer small high
1_2winter small high
13 summer small high
Hwinter small high
Eautumn small high
1_6winter small high

17 spring  small high

18 summer small high

8.25
8.15
8.05
8.70
7.93
7.70
7.45
7.74
7.72
7.90
7.55
7.78
7.61
7.35

9.8
8.0
11.4
4.8
9.0
13.1
10.3
10.6
3.4
015
10.2
11.7
9.6
11.8
9.6
11.5
12.0
9.8
10.4

60.800
57.750
40.020
77.364
55.350
65.750
73.250
59.067
21.950
8.000
8.000
8.690
5.000
6.300
3.000
4.700
7.000
7.000
7.000

6.238
1.288
5.330
2.302
10.416
9.248
1.535
4.990
0.886
1.390
1.527
1.588
1.223
1.470
1.448
1.320
1.420
1.443
1.718

578.00000
370.00000
346.66699
98.18200
233.70000
430.00000
110.00000
205.66701
102.75000
5.80000
21.57100
18.42900
27.28600
8.00000
46.20000
14.75000
34.33300
31.33300
49.00000

105.00000
428.75000
125.66700
61.18200
58.22200
18.25000
61.25000
44.66700
36.30000
27.25000
12.75000
10.66700
12.00000
16.00000
13.00000
4.25000
18.66700
20.00000
41.50000

170.00000
558.75000
187.05701
138.70000
97.58000
56.66700
111.75000
77.43400
71.00000
46.60000
20.75000
19.00000
17.00000
15.00000
61.60000
98.25000
50.00000
57.83300
61.50000

50.400
1.340
15.400
1.44o
10.300
28.400
3.2
6.9
5.54
0.8
0.8(
0.6
41.qoo
0.5
0.3¢do
1.1do
1.1
0.440
0.84o

oS O O B O ©O

=]

0.0 0.0 0.0 0.0
14 76 48 19
33 53.619 0.0
3.1 41.0 18.9 0.0

92 29

7.5

151146 1.4

24 12
18.2 1.6
254 5.4
17.0 0.0
16.6 0.0
32.1 0.0
43.5 0.0
311 1.0
52.2 5.0
69.9 0.0
46.2 0.0
31.8 0.0
50.6 0.0

3.2
0.0
2.5
0.0
0.0
0.0
2.1
3.4
7.8
1.7
0.0
3.1
9.9

0.0
0.0
3.9
0.0
0.0
2.9
0.0
0.0
0.0
0.0
0.0
0.0
1.2
4.8
4.3

34.2
6.7
0.0
1.4
7.5
22.5
5.8
5.5
0.0
0.0
1.2
0.0
1.2
18
4.0
0.0
0.0
7.7
3.6
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Algae Blooms dataset

Introduction Example Datasets

n_Chlor al a2 a3 a4 a5

0_ winter small medium 8.00
l_spring small medium 8.35
2 autumn small medium 8.10
Zspring small medium 8.07
4_ autumn small medium 8.06
5 winter small high 8.25
6_summer small high 8.15
Zautumn small high 8.05

8 winter small medium 8.70

9_winte1§ How well can we predict the (7) different algae population levels using water sample information?
1 . X A

10 spring ~ small hig| 7.70
Esummer small high 7.45
1_2winter small high 7.74
13 summer small high 7.72
Ewinter small high 7.90
Eautumn small high 7.55
1_6winter small high 7.78

17 spring  small high 7.61

Season Size Speed max pH min_02 mean_Cl mean_NO3 mean_NH4 mean_oP0O4 mean_ P04 me.
9.8 60.800 6.238 578.00000 105.00000 170.00000 50.00
8.0 57.750  1.288 370.00000 428.75000 558.75000 1.3¢0
114 40.020  5.330 346.66699 125.66700 187.05701 15.6400
4.8 77.364  2.302 98.18200  61.18200 138.70000 1.440
9.0 55.350 10.416 233.70000 58.22200 97.58000 10.300
131 65.750  9.248 430.00000 18.25000 56.66700  28.400
10.3 73.250 1.535 110.00000 61.25000 111.75000 3.240
10.6 59.067 4.990 205.66701 44.66700 77.43400 6.9(J0
34 21.950 0.886 102.75000 36.30000 71.00000 5.544
1078000 —T527 2T57100 075
11.7 8.690 1.588 18.42900 10.66700 19.00000 0.6
9.6 5.000 1.223 27.28600  12.00000 17.00000 41.4o0
11.8 6.300 1.470 8.00000 16.00000 15.00000 0.5
9.6 3.000 1.448 46.20000  13.00000 61.60000 0.3
11.5 4.700 1.320 14.75000  4.25000 98.25000 1.1
12.0 7.000 1.420 34.33300 18.66700 50.00000 1.1
9.8 7.000 1.443 31.33300  20.00000 57.83300 0.4
10.4 1.718 49.00000  41.50000 61.50000 0.8

18 summer small high 7.35

7.000

0.0 0.0 0.0 0.0
14 76 48 19
33 53.619 0.0
3.1 41.0 18.9 0.0
92 29 75 0.0
151146 1.4 0.0
24 12 32 39
18216 0.0 0.0
25454 25 0.0

34.2
6.7
0.0
1.4
7.5
22.5
5.8
5.5
0.0
0.0
1.2
0.0
1.2
18
4.0
0.0
0.0
7.7
3.6
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Titanic dataset

Introduction

Example Datasets

PassengerlId Survived Pclass Name Sex Age SibSp Parch Ticket Fare Cabin Embarked
01 0 3 Braund, Mr. Owen Harris male 22.0 1 0 A/5 21171 7.2500 NaN S
12 1 1 Cumings, Mrs. John Bradley female 380 1 0  PC17599 71.2833 C85 C
| (Florence Briggs Th...

- . . STON/O2.
2 3 X R

3 1 3 Heikkinen, Miss. Laina female 26.0 0 0 3101282 7.9250 NaN S
3 4 1 1 FPutrelle Mrs.Jacques Heath (Lily ¢ 103501 o 113803 531000 C123 S
|~ May Peel)

4 5 0 3 Allen, Mr. William Henry male 35.0 0 0 373450 8.0500 NaN S
5 6 0 3 Moran, Mr. James male NaN 0 0 330877 84583 NaN Q
6 7 0 1 McCarthy, Mr. Timothy J male 54.0 0 0 17463 51.8625 E46 S
7 8 0 3 Palsson, Master. Gosta Leonard male 2.0 3 1 349909 21.0750 NaN S
8 9 1 3 Johnson Mis.Oscar W(Elisabeth ¢ 109700 2 347742 11.1333 NaN S
_ Vilhelmina Berg)

9 10 1 Nasser Mrs. Nicholas (Adele female 140 1 0 237736 30.0708 NaN C
|~ Achem)

10 11 1 3 Sandstrom, Miss. Marguerite Rut female 4.0 1 1 PP 9549 16.7000 G6 S
11 12 1 1 Bonnell, Miss. Elizabeth female 58.0 0 0 113783 26.5500 C103 S
12 13 0 3 Saundercock, Mr. William Henry ~ male 20.0 0 0 A/5. 2151 8.0500 NaN S
13 14 0 3 Andersson, Mr. Anders Johan male 39.0 1 5 347082 31.2750 NaN S

YVoctronm Mice Hi1ilda Amanda
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5 6 0 3 Moran, Mr. James male NaN 0 0 330877 84583 NaN Q
6 7 0 1 McCarthy, Mr. Timothy J male 54.0 0 0 17463 51.8625 E46 S
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8 9 1 3 Johnson Mis.Oscar W(Elisabeth ¢ 109700 2 347742 11.1333 NaN S
_ Vilhelmina Berg)

9 10 1 Nasser Mrs. Nicholas (Adele female 140 1 0 237736 30.0708 NaN C
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11 12 1 1 Bonnell, Miss. Elizabeth female 58.0 0 0 113783 26.5500 C103 S
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Titanic dataset

Introduction

Example Datasets

Passenger}d Surviyed Pclass Name Sex Age SibSp Parch Ticket Fare Cabin Embarked
01 0 3 Braund, Mr. Owen Harris male 22.0 1 0 A/5 21171 7.2500 NaN S
12 1 1 Cumings, Mrs. John Bradley female 380 1 0  PC17599  71.2833C85 C
| (Florence Briggs Th...

. . . STON/O2.
2 3 X R

3 1 3 Heikkinen, Miss. Laina female 26.0 0 0 3101282 7.9250 NaN S
3 4 1 1 Futrelle Mrs. JacquesHeath (Lily oo 3501 0 113803 531000 C123 S
|~ May Peel)

4 5 0 3 Allen, Mr. William Henry male 35.0 0 0 373450 8.0500 NaN S
5 6 0 3 Moran, Mr. James male NaN 0 0 330877 84583 NaN Q
6 7 0 1 McCarthy, Mr. Timothy J male 54.0 0 0 17463 51.8625 E46 S
7 8 0 3 Palsson, Master. Gosta Leonard male 20 3 1 349909 21.0750 NaN S
8 9 1 3 Johnson Mis.Oscar W(Elisabeth ¢ 109700 2 347742 111333 NaN S
_ Vilhelmina Berg)

9 10 1 o Nasser, Mrs. Nicholas (Adele female 140 1 0 237736 30.0708 NaN C
|~ Achem)

10 11 G i - o) o : 6 S
le How well can we predict a passenger’s survival using information at time of departure? e
12 13 0 3 Saundercock, Mr. William Henry ~ male 20.0 0 0 A/5. 2151 8.0500 NaN S
13 14 0 3 Andersson, Mr. Anders Johan male 39.0 1 5 347082 31.2750 NaN S

YVoctronm Mice Hi1ilda Amanda
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Introduction

Before we start ... Loading libraries

Before we start .....

We start by loading in the core data science modules. . .
Wimport numpy as np

import pandas as pd
import matplotlib.pyplot as plt
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import seaborn as sns


import scipy.stats as stats
import statsmodels.api as sm
import pingouin as pg


plt.style.use("seaborn-v0_8-darkgrid")


Introduction  Before we start ...

Before we start ... Loading libraries

We start by loading in the core data science modules. . .

¢ import numpy as np
import pandas as pd
import matplotlib.pyplot as plt

matplotlib is an excellent visualisation library but some plots needs additional configuration. seaborn sits
above matplotlib and has a collection of visualisations optimised for statistical analysis. ...

Iimport seaborn as sns J
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Introduction  Before we start ...

Before we start ... Loading libraries

We start by loading in the core data science modules. . .

import numpy as np
import pandas as pd
import matplotlib.pyplot as plt

matplotlib is an excellent visualisation library but some plots needs additional configuration. seaborn sits
above matplotlib and has a collection of visualisations optimised for statistical analysis. ...

Iimport seaborn as sns ]

Next, we import some statistical modules ...

import scipy.stats as stats scipy.stats has a large number of distributions, parametric and nonparamet-
import statsmodels.api as sm ric statistical tests, and descriptive statistics.

import pingouin as pg statsmodels is more focused on estimating statistical models.

pingouin overlaps with bits of scipy.stats and statsmodels but gener-
ates more details and nicer visualisations.
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Introduction  Before we start ...

Before we start ... Loading libraries

We start by loading in the core data science modules. . .

import numpy as np
import pandas as pd
import matplotlib.pyplot as plt

matplotlib is an excellent visualisation library but some plots needs additional configuration. seaborn sits
above matplotlib and has a collection of visualisations optimised for statistical analysis. ...

Iimport seaborn as sns ]

Next, we import some statistical modules ...

import scipy.stats as stats scipy.stats has a large number of distributions, parametric and nonparamet-
import statsmodels.api as sm | ric statistical tests, and descriptive statistics.
import pingouln as pg ) statsmodels is more focused on estimating statistical models.
pingouin overlaps with bits of scipy.stats and statsmodels but gener-
Finally we set options L ates more details and nicer visualisations.

Tplt .style.use("seaborn—v0_8—darkgrid") ]
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import numpy as np
import pandas as pd
import matplotlib.pyplot as plt


import seaborn as sns


import scipy.stats as stats
import statsmodels.api as sm
import pingouin as pg


plt.style.use("seaborn-v0_8-darkgrid")


Introduction ~ Before we start ...

Before we start ... auto EDA using ydata—profiling

from pandas_profiling import ProfileRepo
profite = ProfileRepart(0f, titlesrTipe Reper(" html={"style"
profile

True}}, sort="None")

summarize dateset: 100% | 2/21 (00:05<00:00, 4.00it/s, Completed]

Generate report structure: 100 | ' (00:02<00:00, 27851
Render HTML: 100% [ /" (00:00<00:00, 1.72it/s]

Tips Report

Variables

total_bill Distinct 229

Real number (Ro) Distinct (%) 93.9%
Missing 0
Missing (%) 00%
Infinite [
Infinite (%) 0.0%

tip Distinct 123

Real number (R.) Distinct (%) 50.4%
Missing 0
Missing (%) 0.0%
Infinite 0
Infinite (%) 00%

Overview

Mean
Minimum
Maximum
Zeros

Zeros (%)

Memory size

Mean
Minimum
Maximum
Zeros

Zeros (%)

Memory size

Variables  Interactions

19.78594262
3.07

50.81

0

0.0%
19KiB

2.998278689
1

10

0

0.0%
19KB

Correlations ~ Missing values ~ Sample  Duplicate rows

Jmmim.u |

N ® ® ® &

Toggle details

|.||II|J.L.I.L.. o

® o
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Introduction ~ Before we start ...

Before we start ... auto EDA using ydata—profiling

from pandas_profiling import ProfileReport

profile = ProfileReport(df, title="Tips Report", html={"style": {"full width": True}}, sort="None")

profile

Summarize dataset: 100% R 21/21 [00:05<00:00, 4.00it/s, Completed]

enrae repor st 10 I 1 (00522000, 27551

Render HTML: 100% [ /1 (00:00<00:00, 1.72it/s]

Tips Report

Variables

total_bill
Real number (Rxo)

tip
Real number (Rsg)

Distinct
Distinct (%)
Missing
Missing (%)
Infinite

Infinite (%)

Distinct
Distinct (%)
Missing
Missing (%)
Infinite
Infinite (%)

123
50.4%

0.0%

0.0%

ydata—profiling is nice, but see how slow it is on this

Overview

Mean
Minimum
Maximum
Zeros

Zeros (%)

Memory size

Mean
Minimum
Maximum
Zeros
Zeros (%)

Memory size

tiny dataset. What would happen if we had 100K rows x
100 columns?

Variables Interactions  Correlations ~ Missing values ~ Sample  Duplicate rows

19.78594262

3.07

50.81

° I

0.0% i‘

19KB " o var. o 1.
I

Toggle details
2.998278689

- .L}ll|l.!.u y
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Introduction Before we start ...

Before we start ... zero-code EDA using dtale

Well, almost zero code....

import pandas pd
import dtale

df = pd.read_csv(
df.head()

dtale.show(df)
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Before we start ... zero-code EDA using dtale

000 <> O kmurphymacbookprotblocal ¢
TilProject G R OF Newv Gmai Iy WT W OD FL Moduiesv Mainv »
DTale
L= L otaibin| tp | sex | smoker| day | time | sie
P-THE No Sun  Dimner 2
32 [Convert To XArray No Sun  Dimer 3
= [Describe No Sun  Dimmer 3
Y Castom Fikter No Sun  Dimer 2
e No Sun  Dimmer 4
No Sun  Dimner 4
X |Summarize Data No S Dimner 2
] Dviicatss No Sun  Diner 4
(84 Coms s ons No S Dinner 2
+# [Predictive Power Score No Sun  Dimer 2
L~ |charts. No Sun  Dimer 2
© |Heat Map [8y Col [Oversl] No Sun  Dinner 4
= |Highiight Dtyp No Sun  Dimer 2
e No Sun  Dimer 4
No Sun  Dimer 2
© lighlight Outlie ol o T
(O [Highiiht Ran No Sun  Diner 3
o No Sun  Dimer 3
# No Sun  Dimer 3
o No Sat Dimer 3
o No Sat Dimer 2
a No Sat Dimer 2
= No Sat Dimer 2
No  sat 4
L No  Sat 2
o No  sat 4
Q No__sat 2
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Before we start ... zero-code EDA using dtale

Introduction ~ Before we start ...

TeLProjectv GT R OF

kmurphymacbookprotb.local 9 o | &

D-Tale - Descrive

000 <> D kmurphymacbookprotblocal ¢
TiProjectv GT R OF Newv Gmal Py W W OD FL
oTe
> sotarbittip smoker day  time  size
P-IHE No Sun  Dimer 2
32 |Convert To XArray No Su  Dinner 3
= [Describe No Sw  Dimner 3
Y Castom Fikter No Su  Dinner 2
No Sw  Dinner 4
A, [Build Column
No Su  Dinner 4
) S woa Dt No Sun  Dimer 2
0 Dplica b No Sun  Diner 4
o) Cone’ o No Sun  Dimer 2
.2 [predictive Power Score No Su  Dimner 2
~ |charts No Sun  Dinner 2
© |Heat Map [y Cor ot | No Su  Dinner 4
 Highiight Dtyp. No Sun  Dimer 2
e No Su  Dimner 4
No Su  Dinner 2
© |Highlight Outlic
No Sw  Dimner 2
(O [#ghiioht Ranx No Sun  Diner 3
O |Low Variance Flag No Sun  Dinner 3
5 [Instances § No Su  Dinner 3
<> |Code Export No sat  Dimner 3
D lEport  [csviTsv) No sat  Dimner 2
+ |Load Data No Sat  Dinner 2
No sat  Dimner 2
D |Refresh Widths.
No Sat  Dimer 4
© |About
No sat Dimner 2
© |Theme Dark No| st .
& [Reload Data o 5

a
Py WIT W OD FL Moduesv Mainv Teachingv Programmingv TeXv Resourcesv Projectsv  >>

P-TALE - Descrive
# Ve coumnName [ | DataType

B Back To Data

total_bill geetse)

L]
0 @ totalbil tones [Decre | Y oo <> Code Export
1 tip fostst Bins
20
2 @ sex g Plessecdt)
o
3 smoker s
4 @ day awng -
5 time g
6 @ s inst £
2
3
%20
s
10
5
o

@ PSS

(Y ouiers o

Unique Values (top 100 most common):

1342 (3), 15.69 (2), 10.34 (2), 10.07 (2), 20.69 (2), 13 (2), 15.98 (2), 7.25 (2), 13.81 (2), 17.92
(2), 1829 (2), 20.29 (2), 10.33 (2), 2101 (2), 2116 (1), 26.86 (1), 20.92 (1), 24.71 (), 11.02 (1),
25 (1), 48.33 (1), 215 (1), 16 (1), 14.26 (1, 129 (1), 8.52 (1), 16.04 (1), 12.46 (1), 15.36 (),
16.99 (1), 15.06 (1), 7.51 (1), 22.75 (1), 23.68 (1), 18.26 (1), 3268 (1), 27.18 (1), 14 (), 16.47

Update Grid

FEFL P LTSS S
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Introduction ~ Before we start ...

Before we start ... zero-code EDA using dtale

ee®e0 < > m kmurphymacbookprotb.local ¢ o &l a» eoe <
Terojctv GT R OF Newv Gmal Py W W OD FL Moduesv Mainv > TeLPojectv G R OF Newv Gmal Py WIT W 0D FL Mok
DTae
L= L otaibin| tp | sex | smoker| day | time | sie P-TAE - Desciive
P-THE Female No sw  Dimer 2 # VSO Coumaname [ ] vataTie
2= [Convert To XArray Male No Sun  Dinner 3 L]
Mal No S Di 3 o 0 crl
; N o Sun  Dinner
m |Describe e - 2 2 1 tip o s [0
Y |custom Fitter ° o] Sun| ODimer 2 @ s g P | 2
Femde  No S  Dimer 4 0
<, [Build Column 3 smoker s
Mde  No Sun  Diner 4
3¢ |Summarize Data 4 @ dwy stng 25
Mde  No S Dimner 2 . e .
L] Dophcates Male No Sun  Diner 4 o m [ o w
o) Cone’ o Male No Sun  Dimer 2
. |predictive Power Score|  mMae Mo = = -
~ [charts Male o [ AR < L . < 0 &/3
© |Heat Map (mrcoijownat]|  Female  No TiLPrjectv GT R OF Newv Gmail Py WT W OD FL Moduesv Mainv Teaching Progmmming TeX~ Resowces~ Prjects~ 3>
) |Hightight Dtyp Male No | § DrTse - pescre
e Male No | P-FALE - Describe 8 Back To Data
- Femsle  No —
(O Highlight Outlie Male ol ¢ Column Name Data Type total_bill gosss
(O [#ghiioht Ranx Female No 0 @  totalsil tonise (B Fitooram | Cotogoris < Code Export
Low Variance Fia et
o jariance Flag Male No 1 2 e + Total Rows: 244 518
5 [Instances Femdle  No 2 B s wing o Count (non-nan): 244
olE vae| noll 3| @ [smomer s o Count (missing): 0
L d o % Missing: 0 w
Dlewport  [csvjtsv|  Mae  No | 4 @ day ] . top: 1342
5 time . o Frequency:
+ |Load Data Femsle No Y L] sing Frequency: 3
Femae  No 6 @ s st . 13,3475 %
@ |Refresh Widths. | . .79
Mie  No | . 241275
Oz oo | N ot 122 (platykurtic) 2
. 4 o max: 5081
© [Theme 0] R, < max st
& [Reload Data Mo No | . 17,795 °
o min: 307
. 142 207
e e0e tota b
o skew: 113 (ighly skewed)
o std: 89020

[

P

total_bill geetse)
it tousa[Doscrv [ cogories| <> Code Export

jules v Mainv Teachingv Programming v TeX~ Resources v Projects ¥ >>
D-Tale - Descrive

B Back To Data

)
EICECIORS

s [ O

alues (top 100 most common):

.69 (2), 10.34 (2), 10.07 (2), 20.69 (2), 13 (2), 15.98 (2), 7.25 (2), 13.81(2), 17.92
20,29 (2), 10.33 (2), 2101 (2), 2116 (1), 26.86 (1), 20.92 (1), 26.71 (1), 1102 (1),

(1), 215 (1), 16 (1), 16.26 (1), 12.9 (1), 8.52 (1), 15.04 (1), 12.46 (1), 15.36 (1),
06 (1), 7.51 (1), 22.75 (1), 23.68 (1), 18.24 (1), 3268 (), 27.18 (1), 14 (1), 16.47

Update Grid
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Before we start

Introduction

Before we start ...

. zero-code EDA using dtale

eo0e < o kmurphymacbookprotblocal o & » < o kmurphymacbookproto oca ¢ o 0 &
Telprocty GT R OF Newv Gmal Py WI W 0D FL Moduesv Manv » TeLprojectv G R OF Newv Gmal By WT W OD FL Maduesv Manv Texchngv Progammngv ToXv Resourcesv Projectsv >
= > H DToe [ DTole - Descrive [+
y\ 7| total_bill _tip sex  smoker day  time  size P-THE - Descrive B BackTo Data
I Visible .
P-IHE Female No Sun  Dimner 2 o VS CoumnName [ DataTe total_bill gesso
Convert To XArray Male No Sun  Dinner 3
0 @ toubil tones [Decre |[TTRY oo < Code Export
Descioe Male No Sw  Dimner 3 T ® o
@ ot P
Custom Fifer Male No Sun  Dimer 2 2 e . piins 20
Female No  Sun Dinner 4 40
Build Column 3 'smoker string
Male No  Sun Dinner 4 N a day
. avog
==—nn Male No Sun  Dimer 2 s me . »
D"p"nt.“ Male No  Sun Dinner 4 6 ) size st 2
Correlations Male No Dinner 2
+* Predictive Power Score Male No i - 1 | on.
o vae  noll®@@® (< o kmurphymacbookorots ocl C o a3
© [Heat Map (o ca[owent]| Female No TeLProjectv GT R OF Newv Gmal IPy WIT W OD FL Moduesv Manv Teachingv Progammingv TeXv Resourcesv Projectsv  >>
O [Hioniont Dtyp Male o | [ DT D-Tae - Describe
- Describe B BackTo Data
P Male No | P-TRLE ok To
- Femsle  No =
Highlight Outlie Male . # Column Name Data Type. total_bill (oaise)
HishohtRae] Female No 0 @ totalbill tonise (B Fitooram | Cotogoris < Code Export I I I
Low Variance Flag Male No 1 tip P X 5 l -l l -
* Total Rows: 244 g o P s LRSS
Instances i Femsle  No 2 B s P o Count (non-nan): 244 SRS &t
ol . 3 @ | smoer o o Count (missing): 0 -
<> |code Export ale o : : s ik ©
D Epot  [csvtsv]|  Mae Mo a s o top: 342
+ |Load Data Female No 5 @ time sting o Frequency: 3 lues (top 100 most common):
- Fomale a 6 size e o 25%: 133475 30 69 (2), 10.34 (2), 10.07 (2), 2069 (2), 13 (2), 15.98 (2), 7.25 (2), 13.81 (2), 17.92
D Refresh Widths . : 17.795 ) 20.29 (2), 10.33 (2), 21.01(2), 21.16 (1), 26.86 (1), 20.92 (1), 24.71 (1), 11.02 (1),
° e . 241275 o (1), 215 (1), 16 (1), 16.26 (1), 12.9 (1), 8.52 (1), 15.04 (1), 12.46 (1), 15.36 (1),
0. . . o hurts 122 (platgurtc 106 (), 751 (1), 2275 (), 23,68 (1), 16.26 (1), 3268 (). 2718 1), 14 (1), T6.47
o mend Using dtale will help you explore data e 5001 Rl 0Lz 0 2 B 22 .28 0 RO IS
1
o sets while you are building up your python * mediam: 17155
1 1 . 207
data science skills. < ke Baz o
o sem:
. skew» na (mgmy skewed)
o std: 8.9024 17 of 45




First Pass — Load Dataset and Initial Clean

First Pass — LLoad Dataset and Initial Clean

o Load dataset

o Check variables names

o Verify variable types

o Identify (and possibly address) missing values
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Tips — Load

First Pass — Load Dataset and Initial Clean

p

df = pd.read_csv("data/tips.csv'")

print (df.shape)
df.head(10)

total_bill tip

sex smoker day

(244, 7)

time size

216.99
110.34
;21.01
523.68
424.59
;25.29
E8.77

226.88
8 15.04
514.78

1.01 Female No

1.66 Male No
3.50 Male No
3.31 Male No

3.61 Female No
4.71 Male No

2.00 Male No
3.12 Male No
1.96 Male No
3.23 Male No

Sun Dinner 2
Sun Dinner 3
Sun Dinner 3
Sun Dinner 2
Sun Dinner 4
Sun Dinner 4
Sun Dinner 2
Sun Dinner 4
Sun Dinner 2

Sun Dinner 2

“[df. infoO )

<class 'pandas.core. frame.DataFrame'>
RangeIndex: 244 entries, 0 to 243
Data columns (total 7 columns):

# Column Non-Null Count
® total_bill 244 non—null
1 tip 244 non—null
2 sex 244 non—null
3 smoker 244 non—null
4 day 244 non—null
5 time 244 non—null
6 size 244 non—null

dtypes: float64(2), int64(1), object(4)

memory usage: 13.5+ KB

float64
float64
object
object
object
object
int64
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df = pd.read_csv("data/tips.csv")
print(df.shape)
df.head(10)


df.info()


Tips — Load

First Pass — Load Dataset and Initial Clean

df = pd.read_csv("data/tips.csv')

print(df.shape)
df.head(10)

total_bill tip

(244, 7)

sex smoker day time size

016.99
110.34
321.01
3 23.68
124.59
525.29
28‘77

7 26.88
;15.04
514.78

1.01 Female No

1.66 Male No
3.50 Male No
3.31 Male No
3.61 Female No
4.71 Male No
2.00 Male No
3.12 Male No
1.96 Male No
3.23 Male No

Sun Dinner 2
Sun Dinner 3
Sun Dinner 3
Sun Dinner 2
Sun Dinner 4
Sun Dinner 4
Sun Dinner 2
Sun Dinner 4
Sun Dinner 2

Sun Dinner 2

1

Tdf. infoO) )

<class 'pandas.core. frame.DataFrame'>
RangelIndex: 244 entries, 0 to 243
Data columns (total 7 columns):

# Column Non-Null Count Dtype

® total_bill 244 non—null float64
1 tip 244 non—null float64
2  sex 244 non—null object
3  smoker 244 non—null object
4 day 244 non—null object
5 time 244 non—null object
6 size 244 non—null int64

dtypes: float64(2), int64(1), object(4)
memory usage: 13.5+ KB

[Issue: categorical data treated as object (string).]

19 of 45



df = pd.read_csv("data/tips.csv")
print(df.shape)
df.head(10)


df.info()


First Pass — Load Dataset and Initial Clean

tips — Fix Data Types

Tdf. sex.unique() ]

array(['Female', Male'], dtype=object)

df.sex = pd.Categorical (df.sex)
df.sex.unique()

['Female', 'Male']
Categories (2, object): [Female', Male']
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df.sex.unique()


df.sex = pd.Categorical(df.sex)
df.sex.unique()


df.smoker.unique()


df.smoker = pd.Categorical(df.smoker)
df.smoker.unique()


df.day.unique()


df.day = pd.Categorical(df.day, categories=['Thur', 'Fri','Sun', 'Sat'], ordered=True)
df.day.unique()


First Pass — Load Dataset and Initial Clean

tips — Fix Data Types

Tdf. sex.unique() ]

array(['Female', 'Male'], dtype=object)

'[df. sex = pd.Categorical (df. sex)}

df.sex.unique()

['Female', 'Male']
Categories (2, object): [Female', 'Male']

Tdf. smoker.unique() ]

array(['No', 'Yes'], dtype=object)

'[df. smoker = pd.Categorical (df.smoker) }

df.smoker.unique()

['No', 'Yes']
Categories (2, object): ['No', 'Yes']
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df.sex.unique()


df.sex = pd.Categorical(df.sex)
df.sex.unique()


df.smoker.unique()


df.smoker = pd.Categorical(df.smoker)
df.smoker.unique()


df.day.unique()


df.day = pd.Categorical(df.day, categories=['Thur', 'Fri','Sun', 'Sat'], ordered=True)
df.day.unique()


First Pass — Load Dataset and Initial Clean

tips — Fix Data Types

Tdf. sex.unique() J

array(['Female', 'Male'], dtype=object)

Idf. sex = pd.Categorical (df. sex)}

df.sex.unique()

['Female', 'Male']
Categories (2, object): [Female', 'Male']

Tdf. day.unique() }

array(['Sun', 'Sat', 'Thur', 'Fri'], dtype=object)

Tdf. smoker.unique() J

array(['No', 'Yes'], dtype=object)

Idf. smoker = pd.Categorical (df.smoker) }

df.smoker.unique()

['No', 'Yes']
Categories (2, object): ['No', 'Yes']

df.day = pd.Categorical (df.day, categories=['Thur', 'Fri','Sun', 'Sat'], ordered=True)

‘[df. day.unique()

['Sun', 'Sat', 'Thur', 'Fri']

Categories (4, object): ['Thur' < 'Fri'< 'Sun' < 'Sat']



df.sex.unique()


df.sex = pd.Categorical(df.sex)
df.sex.unique()


df.smoker.unique()


df.smoker = pd.Categorical(df.smoker)
df.smoker.unique()


df.day.unique()


df.day = pd.Categorical(df.day, categories=['Thur', 'Fri','Sun', 'Sat'], ordered=True)
df.day.unique()


First Pass — Load Dataset and Initial Clean

tips — fix datatypes II

df.time = pd.Categorical (df.time, categories=['Lunch', Dinner'], ordered=True)
df.time.unique()

['Dinner', 'Lunch']
Categories (2, object): ['Lunch' < Dinner']
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df.time = pd.Categorical(df.time, categories=['Lunch', 'Dinner'], ordered=True)
df.time.unique()


df.info()


First Pass — Load Dataset and Initial Clean

Tips — f1X datatypes IT

df.time = pd.Categorical (df.time, categories=['Lunch', Dinner'], ordered=True)
df.time.unique()

['Dinner', 'Lunch']
Categories (2, object): [Lunch' < Dinner']

“[df. infoO )

<class 'pandas.core. frame.DataFrame'>
RangeIndex: 244 entries, 0 to 243
Data columns (total 7 columns):

# Column Non-Null Count Dtype

® total_bill 244 non-—null float64
1 tip 244 non—null float64
2 sex 244 non—null category
3 smoker 244 non—null category
4 day 244 non—null category
5 time 244 non—null category
6 size 244 non—null int64

dtypes: category(4), float64(2), int64(1)
memory usage: 7.4 KB
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df.time = pd.Categorical(df.time, categories=['Lunch', 'Dinner'], ordered=True)
df.time.unique()


df.info()


First Pass — Load Dataset and Initial Clean

Tips — f1X datatypes IT

df.time = pd.Categorical (df.time, categories=['Lunch', Dinner'], ordered=True)
df.time.unique()

['Dinner', 'Lunch']
Categories (2, object): [Lunch' < Dinner']

“[df.info() )

<class 'pandas.core. frame.DataFrame'>
RangeIndex: 244 entries, 0 to 243

Converting to category will: Data columns (total 7 columns):
Simplify visualisation (order can be #  Column Non-Null Count Dtype
preserved). | T o— - ——— S
. ® total_bill 244 non-null float64
Reduce memory usage (not that big a deal 1 tip 244 non—null float64
for us). 2 sex 244 non—null category
Speed up I/O (depending on file format). 3  smoker 244 non—null category
Convert to category is a bigger deal for 4 de.iy 244 non—null category
features where the levels have an order. > t%me 244 non-null ;ategory
6 size 244 non—null int64

dtypes: category(4), float64(2), int64(1)
memory usage: 7.4 KB
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df.time = pd.Categorical(df.time, categories=['Lunch', 'Dinner'], ordered=True)
df.time.unique()


df.info()


First Pass — Load Dataset and Initial Clean

Titanic — load

@ Dataset is split into two parts:
e train.csv — 891 rows with Survived column, used in EDA and model training.
o test.csv — 418 rows without the Survived column, used in competition scoring.
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df = pd.read_csv("data/train.csv")
print(df.shape)
df.head(25)


df.info()


Titanic — load

First Pass — Load Dataset and Initial Clean

@ Dataset is split into two parts:

e train.csv — 891 rows with Survived column, used in EDA and model training.
o test.csv — 418 rows without the Survived column, used in competition scoring.

——®

df = pd.read_csv("data/train.csv")
print(df.shape)
df.head(25)

Passengerld Survived Pelass Name _Sex Age Sibsp Parch Ticket _Fare Cabin Embarked
o1 o 3 Braund, Mr. Owen Harris male 2201 0 AS2171 72500 NaN S
12 1 TR CRLNES M Tohn Bradiey female380 1 0 PC17599 712833085 C
= (Florence Briggs Th...

. sToNjo2.
23 1 3 Helkkinen, Miss. Laina female2600 0 SOMOE 79250 Nan s
34 1 i Fuwele MrsJacquesHeath 0l gl 3501 0 113303 5310000123 §
£ y Peel)
s o 3 Allen, Mr. William Henry male 3500 0 3350 80500 NaN §
5 o 3 Moran Mr.James male NaNO 0 330877 84583 NaN Q
w7 o 1 McCarthy, M. Timothy) male 5100 0 17463 SLEGS B S
s o 3 PalssonMasterGostaleonard  male 20 3 1 39909 2L0750NaN S
50 1 3 Johnson Mus.OscarWElisabeth g 700 2 swaz 1L13mNaN S
s Vilhelmina Berg)
910 1 p DI female1401 0 23773 300708NaN C
i Achem)
o0 1 3 Sandstrom,Miss.MargueriteRut female40 1 1  PPS5H9  167000G6 S
1 1 1 Bonnell Miss. Elizabeth female$800 0 113783 265500Cl03 §
21 o 3 Saundercock,Mr.WillamHenry male 2000 0  A5.2151 80500 NaN S
Bu o 3 AnderssonMr.Andersjohan  male 3901 5 347082 3L2750NaN S
u1s o 5 JeswomMissHuldadmanda pogeig00 0 30406 78542 Nan S
M Adolfina
16 1 2 Hewlet, Mrs. (Mary D Kingcome) female 550 0 0 248706 160000 NaN §
1617 o 3 Rice, Master. Eugene male 20 4 1 38652 291250 NaN Q
118 1 2 Willams,Mr.CharlesEugene  male NaNO 0 24373 130000NaN §
1819 o 3 VanderPlanke Mrs.Julius Gmelia gz 3001 0 sis7es 180000 NaN S
» Maria Vande.
2 1 3 Masselmani, Mrs. Fatima fomale NaNO 0 2649 72250 NaN €
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df = pd.read_csv("data/train.csv")
print(df.shape)
df.head(25)


df.info()


Titanic — load

First Pass — Load Dataset and Initial Clean

@ Dataset is split into two parts:

e train.csv — 891 rows with Survived column, used in EDA and model training.
o test.csv — 418 rows without the Survived column, used in competition scoring.

print (df.shape)
df.head(25)

Idf: pd.read_csv("data/train.csv'")

Passengerld Survived Pelass Name _Sex Age Sibsp Parch Ticket _Fare Cabin
o1 o 3 Braund, Mr. Owen Harris male 2201 0  A521171 72500 NaN
12 1 n TSR fomale 3801 0 PC17599 712833085 C
= (Florence Briggs Th.
STON/0Z, -

23 1 3 Heikinen, Miss Laina female2600 0 SIOMOR 79250 Nan s
34 1 1 Puuele MrsjacquesHeath Uy g 3501 0 113303 531000123 §
i May Pec))
as 3 3 Allen, Mr. William Henry male 300 0 3750 B0SO0 NaN S
5 0 3 Moran Mr.James male NaNO 0 330877 84583 NaN Q
7 3 1 McCarthy, Mr. Timothy] male 5400 0 17463 SL8625 B4 S
78 3 3 Palson Master.Gostaleonard  male 20 3 1 349909 210750 NaN S
59 1 3 JohnsonMrs.OscarWiElisabeth porep700 2 saaz mazmmNaN s
s Vilhelmina Berg)
9 10 1 p LRI female 1401 0 23773 300708 NaN C
P Achem)
o 1 3 Sandstrom, Miss.Marguerite Rut  female 40 1 1  PP9549  167000G6 S
11 1 1 Bonnell Mis. Elizabeth female5800 0 11783 265500Cl03 S
1213 3 3 Saundercock Mr.WilliamHenry male 2000 0  A5.2151 80500 NaN S
B 3 3 AnderssonMrAndersjohan  male 3901 5 347082 3L2750NaN S
115 3 3 VeuwomMisHuldaAmanda roge00 0 35405 78542 NaN S

Adolina
1516 1 2 Hewlett Mrs.(MaryDKingcome) female 550 0 0 248706 160000 NaN §
1617 3 3 Rice,Master. Eugene male 20 4 1 382652 201250 NaN Q
1718 1 2 Wiliams,Mr.CharlesEugene  male NaNO 0 244373 130000 NaN §
1819 3 3 VanderPlanke Mrs ulius Bmelin poa03101 o aas7e3 180000 NaN S
= Maria Vande.
1920 1 3 Masselmani, Mrs. Fatima female NaNO 0 2649 72250 NaN C

“[df. infoO

<class 'pandas.core. frame.DataFrame'>
RangeIndex: 891 entries, 0 to 890
e Data columns (total 12 columns):

# Column

PassengerId 891 non—null

Survived
Pclass
Name

Sex

Age
SibSp
Parch
Ticket
Fare

10 Cabin

11 Embarked

OoONOUVPdhWNRFS

P D LN " AL

Non-Null Count

891 non—null
891 non—null
891 non—null
891 non—null
714 non—null
891 non—null
891 non—null
891 non—null
891 non—null
204 non—null
889 non—null

" AN

Dtype

object
float64
int64
int64
object
float64
object
object

Ll N
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df = pd.read_csv("data/train.csv")
print(df.shape)
df.head(25)


df.info()


First Pass — Load Dataset and Initial Clean

Titanic — load

@ Dataset is split into two parts:

e train.csv — 891 rows with Survived column, used in EDA and model training.
o test.csv — 418 rows without the Survived column, used in competition scoring.

df = pd.read_csv("data/train.csv")
print (df.shape)
df.head(25)

e

Passengerld Survived Pelass Name _ Sex Age SibSp Parch

0 3 Braund, Mr. Owen Harris male 2201 0  A521171 72500 NaN

01
12 1 0 CnTHE R female 380 1 0 PC17599 712833 C85
- (Florence Briggs Th..

2

STON/02.
3101282

3 1 3 Heikkinen, Miss. Laina female 260 0 0 7.9250 NaN

e We could convert Sex or Embarked, to a
category, but since their levels are not ordered
there is no big advantage.

e We don’t want to convert Name, Ticket and
Cabin since we want to perform further text
processing on these columns. For example,
extracting title (Capt, Mr, Miss, etc.) out of
Name.

e We have missing values (that are plausibly

linked to target) that we need to deal with.

T ale NaN 0 0 2649

20 ( 3

nder_rarecnemvarke Data columns (total 12 columns):

s

c

v w0 o v

e v mo v v wmowow e

Tdf. info( )

<class 'pandas.core. frame.DataFrame'>
RangeIndex: 891 entries, 0 to 890

# Column Non-Null Count Dtype

® PassengerId 891 non—null int64

1 Survived 891 non—null int64

2 Pclass 891 non—null int64

3 Name 891 non—null object
4  Sex 891 non—null object
5 Age 714 non—null float64
6 SibSp 891 non—null int64

7 Parch 891 non—null int64

8 Ticket 891 non—null object
9 Fare 891 non—null float64
10 Cabin 204 non—null object
11 Embarked 889 non—null object
P D LN AL " AN PR LY o i Y
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df = pd.read_csv("data/train.csv")
print(df.shape)
df.head(25)


df.info()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load I

sse Si(m = J https://archive.ics.uci.edu/ml/datasets/CoilH999+Competition+Data\\

TelProecty G R OF Newv Gmal Py W W OD FL Moduesv Mainw\_

=

‘About itation Poicy Donate a Data Set Contact

Read instructions.txt, and
download the :*.data files.

Machine Learning Repository View ALL Data Sets

Confor for Machine Leaming and Ineligent

Coil 1999 Competition Data Data Set

Download: Data Folder, Data Set Description

Abstract: This data set s from the (COIL) competion.
concentrations and algas densitcs.

Source: eoe® < m archive.ies.uci.edu e O o
Eumor otk to £ Index of fmi/machine-learning-databases/coil-mid o
St
R Index of /ml/machine-learning-databases/coil-mld
Grauponr 5, 36878 GlausinaZelerel, Gormany  Parent Directory.
tmis '@ itm tu-clausthal de o analysisdata
# coil data.html
.
Data Set Information: .
This dat a i
prdfridbide-trdtidr
.
when the sample was taken, the river size and is flow velocily] .
& results.xt

Apache/2 4.6 (CentOS) OpenSSL/1.0 2k fips SVN/1.7.14 Phusion_Passenger/4.0.53 mod_perl/2.0.11 Perl/v5.16.3 Server at archive.ics.uci.edu Port 443
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First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (lst attempt) II

Pandas function pd.read_table, is a more general function than read_csv.

‘df = pd.read_table('src/Analysis.txt")
print(df.shape) (199, 1)
df.head()

winter small medium 8.00000 9.80000 60.80000 6.23800 578.00000 105.00000 170.00000 50.00000 0.00000 0.00000 0.00000 0.00000
34.20000 8.30000 0.00000

0 spring small medium 8.35000 ...

1 autumn small medium 8.10000 1...
z spring small medium 8.07000 ...
i autumn small medium 8.06000 ...
iwinter small high 8.25000 13....
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df = pd.read_table('src/Analysis.txt')
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (lst attempt) II

Pandas function pd.read_table, is a more general function than read_csv.

‘df = pd.read_table('src/Analysis.txt")
print(df.shape) (199, 1)
df.head()

winter small medium 8.00000 9.80000 60.80000 6.23800 578.00000 105.00000 170.00000 50.00000 0.00000 0.00000 0.00000 0.00000
34.20000 8.30000 0.00000

0 spring small medium 8.35000 ...

1 autumn small medium 8.10000 1...
z spring small medium 8.07000 ...
i autumn small medium 8.06000 ...
iwinter small high 8.25000 13....

Two problems, first row was treated as column headers, and we need to specify
the character(s) used to separate columns
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df = pd.read_table('src/Analysis.txt')
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (2nd attempt)

I1I

-df = pd.read_table('src/Analysis.txt', sep='\s+', header=None)

print(df.shape) (200, 18)
df.head()
0 1 2 3 4 5 7 8 9 10 11 12 13 14 15 16 17

0 winter small medium 8.00000 9.80000 60.80000 6.23800
1 spring small medium 8.35000 8.00000 57.75000 1.28800
;autumn small medium 8.10000 11.40000 40.02000 5.33000
Espring small medium 8.07000 4.80000 77.36400 2.30200

4 autumn small medium 8.06000 9.00000 55.35000 10.41600 233.70000 58.22200 97.58000 10.50000 9.2 2.9 7.5 0.0 7.5

578.00000 105.00000 170.00000 50.00000 0.0 0.0 0.0 0.0 34.2 8.3 0.0
370.00000 428.75000 558.75000 1.30000 1.4 7.6 4.8 1.96.7 0.0 2.1
346.66699 125.66700 187.05701 15.60000 3.3 53.6 1.9 0.0 0.0 0.0 9.7
98.18200 61.18200 138.70000 1.40000 3.1 41.0 18.90.01.4 0.0 1.4
411.0
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df = pd.read_table('src/Analysis.txt', sep='\s+', header=None)
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (2nd attempt)

I1I

-df = pd.read_table('src/Analysis.txt', sep="\s+', header=None)

print(df.shape) (200, 18)
df.head()
0 1 2 3 4 5 7 8 9 10 11 12 13 14 15 16 17

0 winter small medium 8.00000 9.80000 60.80000 6.23800
1 spring small medium 8.35000 8.00000 57.75000 1.28800
;autumn small medium 8.10000 11.40000 40.02000 5.33000
Espring small medium 8.07000 4.80000 77.36400 2.30200

578.00000 105.00000 170.00000 50.00000 0.0 0.0 0.0 0.0 34.2 8.3 0.0
370.00000 428.75000 558.75000 1.30000 1.4 7.6 48 1.96.7 0.0 2.1
346.66699 125.66700 187.05701 15.60000 3.3 53.6 1.9 0.0 0.0 0.0 9.7
98.18200 61.18200 138.70000 1.40000 3.1 41.0 18.90.01.4 0.0 1.4

4 autumn small medium 8.06000 9.00000 55.35000 10.41600 233.70000 58.22200 97.58000 10.50000 9.2 2.9 7.5 0.0 7.5 4.1 1.0

@ Now, notice that the number of data rows changed from 199 to 200 since the first row is now
counted as a data row. And now we are using default columns names.

@ The "\s+" matches one or more spaces. This is an example of a regex.
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df = pd.read_table('src/Analysis.txt', sep='\s+', header=None)
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (2nd attempt)

I1I

-df = pd.read_table('src/Analysis.txt', sep="\s+', header=None)

print(df.shape) (200, 18)
df.head()
0 1 2 3 4 5 7 8 9 10 11 12 13 14 15 16 17

0 winter small medium 8.00000 9.80000 60.80000 6.23800
1 spring small medium 8.35000 8.00000 57.75000 1.28800
;autumn small medium 8.10000 11.40000 40.02000 5.33000
Espring small medium 8.07000 4.80000 77.36400 2.30200

578.00000 105.00000 170.00000 50.00000 0.0 0.0 0.0 0.0 34.2 8.3 0.0
370.00000 428.75000 558.75000 1.30000 1.4 7.6 4.8 1.96.7 0.0 2.1
346.66699 125.66700 187.05701 15.60000 3.3 53.6 1.9 0.0 0.0 0.0 9.7
98.18200 61.18200 138.70000 1.40000 3.1 41.0 18.90.01.4 0.0 1.4

4 autumn small medium 8.06000 9.00000 55.35000 10.41600 233.70000 58.22200 97.58000 10.500009.2 2.9 7.5 0.0 7.5 4.1 1.0

o Now, notice that the number of data rows changed from 199 to 200 since the first row is now
counted as a data row. And now we are using default columns names.

o The "\s+" matches one or more spaces. This is an example of a regex.
@ We need to name the columns.
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df = pd.read_table('src/Analysis.txt', sep='\s+', header=None)
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (3rd attempt)

v

names = ('Season','Size', 'Speed', 'max_pH', min_02','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oP04',

'mean_P04', 'mean_Chlor', 'al', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names)

print (df.shape)
df.head()

(200, 18)

Season Size Speed max _pH min_O2 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5 a6

2 winter small medium 8.00000
l spring small medium 8.35000
2 autumn small medium 8.10000
3 spring small medium 8.07000

4 autumn small medium 8.06000

9.80000 60.80000 6.23800
8.00000 57.75000 1.28800
11.40000 40.02000 5.33000
4.80000 77.36400 2.30200
9.00000 55.35000 10.41600

578.00000 105.00000
370.00000 428.75000
346.66699 125.66700
98.18200  61.18200
233.70000 58.22200

170.00000
558.75000
187.05701
138.70000
97.58000

50.00000
1.30000
15.60000
1.40000
10.50000

0.0 0.0 0.0 0.0 34.2 8.3
1476 48 196.7 0.0
3353619 0.00.0 0.0
3.141.01890.01.4 0.0
9229 75 0075 41
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names = ('Season','Size','Speed','max_pH','min_O2','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oPO4',
         'mean_PO4', 'mean_Chlor', 'a1', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names)
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (31'(1 attempt) v

names = ('Season','Size', 'Speed', 'max_pH', min_02','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oP04',
'mean_P04', 'mean_Chlor', 'al', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names)
print (df.shape)

df.head( (200, 18)

Season Size Speed max _pH min_O2 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5 a6
0 winter small medium 8.00000 9.80000 60.80000 6.23800 578.00000 105.00000 170.00000 50.00000 0.00.0 0.0 0.034.2823

1 spring small medium 8.35000 8.00000 57.75000 1.28800 370.00000 428.75000 558.75000 1.30000 1476 48 196.7 0.0

2 autumn small medium 8.10000 11.40000 40.02000 5.33000  346.¢ <class 'pandas.core.frame.DataFrame> 0
3 spring small medium 807000 4.80000 77.36400 2.30200  9g.1¢ RangeIndex: 200 entries, 0 to 199 0
— . _Data columns (total 18 columns):
4 autumn small medium 8.06000 9.00000 55.35000 10.41600  233.7 1
- # Column Non-Null Count Dtype

® Season 200 non—null object

1 Size 200 non—null object

2 Speed 200 non—null object

3  max_pH 200 non—null object

4 min_02 200 non—null object

5 mean_Cl 200 non—null object

6 mean_NO3 200 non—null object

7 mean_NH4 200 non—null object 26 of 45



names = ('Season','Size','Speed','max_pH','min_O2','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oPO4',
         'mean_PO4', 'mean_Chlor', 'a1', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names)
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (31'(1 attempt) v

names = ('Season','Size', 'Speed', 'max_pH', min_02','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oP04',
'mean_P04', 'mean_Chlor', 'al', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names)
print (df.shape)

df.head( (200, 18)

Season Size Speed max _pH min_O2 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5 a6
0 winter small medium 8.00000 9.80000 60.80000 6.23800 578.00000 105.00000 170.00000 50.00000 0.00.0 0.0 0.034.2823

1spring  small medium 8.35000 8.00000 57.75000 1.28800  370.00000 428.75000 558.75000 1.30000 1476 48 1967 0.0
2 autumn small medium 8.10000 11.40000 40.02000 533000  346.¢ <Class 'pandas.core. frame.DataFrame' 0
3 spring small medium 807000 4.80000 77.36400 2.30200  9g.1¢ RangeIndex: 200 entries, 0 to 199 0
— . _Data columns (total 18 columns):
4 autumn small medium 8.06000 9.00000 55.35000 10.41600 233.7 . 1
- # Column Non-Null Count Dtype

® Season 200 non—null object

1 Size 200 non—null object

2 Speed 200 non—null object
Dataframe looks a bit better, but why are nu- 3 max_pH 200 non—null object
meric columns converted as object? 4 min_Oz 200 non—null object
Reading instructions.txt we see that missing 5 mean Cl 200 non-null object
values are indicated by XXXXXXX. 6 mean NO3 200 non-null object

7 mean_NH4 200 non—null object 26 of 45




names = ('Season','Size','Speed','max_pH','min_O2','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oPO4',
         'mean_PO4', 'mean_Chlor', 'a1', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names)
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (4th attempt)

names = ('Season','Size', 'Speed', 'max_pH', min_02','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oP04',
'mean_P04', 'mean_Chlor', 'al', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names, na_values=XXXXXXX')

print(df.shape)
df.head()

(200, 18)

Season Size Speed max_pH min_O2 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5 a6 :

2 winter small medium 8.00
l spring small medium 8.35
2 autumn small medium 8.10
3 spring small medium 8.07

4 autumn small medium 8.06

9.8
8.0
11.4
4.8
9.0

60.800
57.750
40.020
77.364
55.350

6.238
1.288
5.330
2.302
10.416

578.00000
370.00000
346.66699
98.18200

233.70000

105.000
428.750
125.667
61.182
58.222

170.00000
558.75000
187.05701
138.70000
97.58000

50.0
1.3
15.6
1.4
10.5

0.00.0 0.0 0.034283¢(
1476 48 196.7 0.0:
3353619 0.00.0 0.0¢
3.141.01890.01.4 0.01
9229 75 0075 411
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names = ('Season','Size','Speed','max_pH','min_O2','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oPO4', 
         'mean_PO4', 'mean_Chlor', 'a1', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names, na_values='XXXXXXX')
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (4th attempt)

names = ('Season','Size', 'Speed', 'max_pH', min_02','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oP04',
'mean_P04', 'mean_Chlor', 'al', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names, na_values=XXXXXXX')

print(df.shape)
df.head()

(200, 18)

Season Size Speed max_pH min_O2 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5 a6 :

2 winter small medium 8.00
l spring small medium 8.35
2 autumn small medium 8.10
3 spring small medium 8.07

4 autumn small medium 8.06

9.8
8.0
11.4
4.8
9.0

60.800
57.750
40.020
77.364
55.350

6.238
1.288
5.330
2.302
10.416

578.00000 105.000 170.00000 50.0 0.00.0 0.0 0.034283¢(

370.00000 428.750 558.75000 1.3
346.6 <class 'pandas.core. frame.DataFrame™>
9g1g RangeIndex: 200 entries, 0 to 199

23371 Data columns (total 18 columns):

Column Non-Null Count Dtype

Season 200 non—null object
Size 200 non—null object
Speed 200 non—null object

max_pH 199 non—null float64
min_02 198 non—null float64
mean_C1 190 non—null float64
mean_NO3 198 non—null float64
mean_NH4 198 non—null float64

NoOouwvbh wNRFR S

1476 48 196.7 0.0:
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names = ('Season','Size','Speed','max_pH','min_O2','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oPO4', 
         'mean_PO4', 'mean_Chlor', 'a1', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names, na_values='XXXXXXX')
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean

Algae_Blooms — load (4th attempt)

names = ('Season','Size', 'Speed', 'max_pH', min_02','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oP04',
'mean_P04', 'mean_Chlor', 'al', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names, na_values=XXXXXXX')

print(df.shape)
df.head()

(200, 18)

Season Size Speed max_pH min_O2 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a3 a4 a5 a6 :

2 winter small medium 8.00
1 spring  small medium 8.35
2 autumn small medium 8.10
3 spring small medium 8.07

4 autumn small medium 8.06

9.8
8.0
11.4
4.8
9.0

60.800
57.750
40.020
77.364
55.350

6.238
1.288
5.330
2.302
10.416

Now some variables have missing values

Also we should convert Season, Size and Speed
to category and ensure the levels are ordered.

578.00000 105.000 170.00000 50.0 0.00.0 0.0 0.034283¢(

370.00000 428.750 558.75000 1.3
346.6 <class 'pandas.core. frame.DataFrame™>
9g1g RangeIndex: 200 entries, 0 to 199

23371 Data columns (total 18 columns):

# Column Non-Null Count Dtype

® Season 200 non—null object
1 Size 200 non—null object
2 Speed 200 non—null object
3  max_pH 199 non—null float64
4 min_02 198 non—null float64
5 mean_Cl 190 non—null float64
6 mean_NO3 198 non—null float64
7 mean_NH4 198 non—null float64

1476 48 196.7 0.0:2
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names = ('Season','Size','Speed','max_pH','min_O2','mean_Cl', 'mean_NO3', 'mean_NH4', 'mean_oPO4', 
         'mean_PO4', 'mean_Chlor', 'a1', 'a2', 'a3', 'a4', 'a5', 'a6', 'a7')

df = pd.read_table('src/Analysis.txt', sep='\s+', names=names, na_values='XXXXXXX')
print(df.shape)
df.head()


First Pass — Load Dataset and Initial Clean dtypes

Algae_Blooms — F1X Data Types IT

The three categorical variables have levels with a natural order = convert to category and specify order:
-df.Season = pd.Categorical (df.Season, categories=['spring', 'summer', 'autumn', 'winter'], ordered=T:
print (df.Season.unique())

['winter', 'spring', 'autumn', 'summer']
Categories (4, object): ['spring' < 'summer' < 'autumn' < 'winter']
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df.Season = pd.Categorical(df.Season, categories=['spring', 'summer', 'autumn', 'winter'], ordered=True)
print(df.Season.unique())


df.Size = pd.Categorical(df.Size, categories=['small', 'medium', 'large'], ordered=True)
print(df.Size.unique())


df.Speed = pd.Categorical(df.Speed, categories=['low', 'medium', 'high'], ordered=True)
print(df.Speed.unique())


First Pass — Load Dataset and Initial Clean dtypes

Algae_Blooms — F1X Data Types IT

The three categorical variables have levels with a natural order = convert to category and specify order:

df.Season = pd.Categorical (df.Season, categories=['spring', 'summer', 'autumn', 'winter'], ordered=T:
print(df.Season.unique())

['winter', 'spring', 'autumn', 'summer']
Categories (4, object): ['spring' < 'summer' < 'autumn' < 'winter']

'{df.size =pd.Categorical (df.Size, categories=['small', medium', 'large'], ordered=True) }

print(df.Size.unique())

['small', 'medium', 'large']
Categories (3, object): ['small' < medium < 'large']
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df.Season = pd.Categorical(df.Season, categories=['spring', 'summer', 'autumn', 'winter'], ordered=True)
print(df.Season.unique())


df.Size = pd.Categorical(df.Size, categories=['small', 'medium', 'large'], ordered=True)
print(df.Size.unique())


df.Speed = pd.Categorical(df.Speed, categories=['low', 'medium', 'high'], ordered=True)
print(df.Speed.unique())


First Pass — Load Dataset and Initial Clean dtypes

Algae_Blooms — F1X Data Types IT

The three categorical variables have levels with a natural order = convert to category and specify order:

[df.Season = pd.Categorical (df.Season, categories=['spring', 'summer', 'autumn', 'winter'], orderei:TJ

print(df.Season.unique())

['winter', 'spring', 'autumn’', 'summer']
Categories (4, object): ['spring < 'summer' < 'autumn' < 'winter']

[df.size =pd.Categorical (df.Size, categories=['small', medium', 'large'], ordered=True) }

print(df.Size.unique())

['small', 'medium', 'large']
Categories (3, object): ['small' < 'medium' < 'large']

[df.Speed = pd.Categorical (df.Speed, categories=['low', medium', high'], ordered=True) }

print (df.Speed.unique())

['medium', 'high', 'low']
Categories (3, object): ['low < medium < 'high']
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df.Season = pd.Categorical(df.Season, categories=['spring', 'summer', 'autumn', 'winter'], ordered=True)
print(df.Season.unique())


df.Size = pd.Categorical(df.Size, categories=['small', 'medium', 'large'], ordered=True)
print(df.Size.unique())


df.Speed = pd.Categorical(df.Speed, categories=['low', 'medium', 'high'], ordered=True)
print(df.Speed.unique())


First Pass — Load Dataset and Initial Clean Missing Values

Algae_Blooms — Identification of Missing Values (NA)

hich columns have missing values?

How many NAs per row?

o‘ ows / €els to drop?
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df.isna().sum()


df.isna().sum(axis=1).value_counts()


df.loc[df.isna().sum(axis=1)==6]


df = df.loc[df.isna().sum(axis=1)<6].copy()
print(df.shape)


First Pass — Load Dataset and Initial Clean Missing Values

Algae_Blooms — Identification of Missing Values (NA)

How many NAs per row?

hich columns have missing values?

“[df.isnao sm) )

Season
Size
Speed
max_pH
min_02
mean_C1l
mean_NO3
mean_NH4
mean_oP04
mean_P04
mean_Chlor
al

a2

a3

a4

a5

a6

a7
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df.isna().sum()


df.isna().sum(axis=1).value_counts()


df.loc[df.isna().sum(axis=1)==6]


df = df.loc[df.isna().sum(axis=1)<6].copy()
print(df.shape)


First Pass — Load Dataset and Initial Clean Missing Values

Algae_Blooms — Identification of Missing Values (NA)

How many NAs per row?

hich columns have missing values?

“[df.isnao sm) )

Tdf.isna().sum(axis:l).value_counts()]

Season
Size
Speed
max_pH
min_02
mean_C1l
mean_NO3
mean_NH4
mean_oP04
mean_P04
mean_Chlor
al

a2

a3

a4

a5

a6

a7

dacraa s 2l 29 of 45
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df.isna().sum()


df.isna().sum(axis=1).value_counts()


df.loc[df.isna().sum(axis=1)==6]


df = df.loc[df.isna().sum(axis=1)<6].copy()
print(df.shape)


First Pass — Load Dataset and Initial Clean Missing Values

Algae_Blooms — Identification of Missing Values (NA)

hich columns have missing values?

Tdf. isnaQ).sumQO

Season
Size
Speed
max_pH
min_02
mean_C1l
mean_NO3
mean_NH4
mean_oP04
mean_P04
mean_Chlor
al

a2

a3

a4

a5

a6

a7

dad v s el A

[y

[y
Qe NN INNNegNNRO

e Two columns (features) account

Tdf.isna().sum(axis:l).value_counts()]

for 22 NAs, but cannot just

drop them as will lose a lot of 0 184
information. 1 7
Two rows (observations) 2 ;

account for 12 NAs = remove. X
dtype: int64

Removing other rows with a
NA will result in a los of 14

rows (7% of the data), instead o- ows / Cels to drop?

will impute later.
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df.isna().sum()


df.isna().sum(axis=1).value_counts()


df.loc[df.isna().sum(axis=1)==6]


df = df.loc[df.isna().sum(axis=1)<6].copy()
print(df.shape)


First Pass — Load Dataset and Initial Clean Missing Values

Algae_Blooms — Identification of Missing Values (NA)

hich columns have missing values?

Tdf.isna() sm) )

Two columns (features) account Idf .isna().sum(axis=1).value_counts() ]

Season 0 for 22 NAs, but cannot just

Size 0 drop them as will lose a lot of 0 184

Speed 0 information. 1 7

mz:,lx_glél ; Two rows (observations) é ;

E;EI_I ca 10 account for 12 NAs = remove. dtvoe: int64

e an_NOS 2 Removing other rows with a b

e an_NH4 2 NA will result in a los of 14 o

. an_oPO 4 2 rows (7% of the data), instead Rows / €els to drop?

e an_PO 4 2 will impute later. —

mean:Chlor 12 Idf.loc [df.isna().sum(axis=1)==6]

al 0

az2 0 Season Size Speed max_pH min_02 mean_Cl mean_NO3 mean_NH4 mean_oPO4 mean_PO4 mean_Chlor al a2 a
a3 0 &summer small medium 6.4 NaN NaN NaN NaN NaN 14.0 NaN 19.4 0.0 0.
a4 V] 198 winter large medium 8.0 7.6 NaN NaN NaN NaN NaN NaN 0.0 125 3.
a5 0 ° - -

a6 0 df = df.loc[df.isna() .sum(axis=1)<6].copy() |

a7 0 print (df.shape) (198, 18)
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df.isna().sum()


df.isna().sum(axis=1).value_counts()


df.loc[df.isna().sum(axis=1)==6]


df = df.loc[df.isna().sum(axis=1)<6].copy()
print(df.shape)


First Pass — Load Dataset and Initial Clean Missing Values

After Loading and Initial Clean — Where are we?

v/ Loaded data, corrected dtypes (categorical with order levels)

¢/ Sanitised column names — not needed, but note column name size shadows pandas dataframe
function size = so use df["size"] instead of df.size.

¢/ No missing values
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First Pass — Load Dataset and Initial Clean Missing Values

After Loading and Initial Clean — Where are we? I

v/ Loaded data, corrected dtypes (categorical with order levels)

¢/ Sanitised column names — not needed, but note column name size shadows pandas dataframe
function size = so use df["size"] instead of df.size.

¢/ No missing values

v/ Loaded data — no conversion of dtypes needed ....... (but if you don’t plots/crosstab order won’t agree)
v/ Sanitised column names — not needed,
@ Missing values in Age (177/891=20%), Cabin (687/891=77%), and Embarked (2/891=0.2%).
o A feature with 77% missing values should be considered for deletion, but what if the presence of a missing
value actually tells us something? = convert to a boolean feature.
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First Pass — Load Dataset and Initial Clean Missing Values

After Loading and Initial Clean — Where are we? I

v/ Loaded data, corrected dtypes (categorical with order levels)
¢/ Sanitised column names — not needed, but note column name size shadows pandas dataframe
function size = so use df["size"] instead of df.size.
¢/ No missing values
v/ Loaded data — no conversion of dtypes needed ....... (but if you don’t plots/crosstab order won’t agree)
v/ Sanitised column names — not needed,
@ Missing values in Age (177/891=20%), Cabin (687/891=77%), and Embarked (2/891=0.2%).
o A feature with 77% missing values should be considered for deletion, but what if the presence of a missing
value actually tells us something? =- convert to a boolean feature.

Algae Blooms

v/ Loaded data, corrected dtypes (categorical with ordered levels)
¢/ Sanitised column names.
@ Missing values
e Removed two rows with 6 NA each, accounted for 12/33=36% of the missing values.
o Remaining, 21 NAs are concentrated in mean_CL (8) and mean_Chlor (10). EDA will suggest options.
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First Pass — Load Dataset and Initial Clean Missing Values

After Loading and Initial Clean — Where are we? IT

Next we might
@ Save result of initial clean:
o To either a CSV (if we don’t mind losing dtype metadata)

Tdf. to_csv('data/Analysis.csv', index=False) j

o To (say) pickle format (to keep dtype metadata)
Tdf.to_pickle('data/Analysis.pkl‘) j

Later can read dataframe back in using

%df = pd.read_pickle(data/Analysis.pkl)
print(df.shape)
df.head(1)

o If the dataset is large (>100K rows), save a (reproducible) sample of the dataset for later EDA to
speed up calculations (especially visualisations).

Tdf. sample(frac=.25, random_state=42).to_pickle('data/Analysis_sample.pkl") J
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df.to_csv('data/Analysis.csv', index=False)


df.to_pickle('data/Analysis.pkl')


df = pd.read_pickle('data/Analysis.pkl')
print(df.shape)
df.head(1)


df.sample(frac=.25, random_state=42).to_pickle('data/Analysis_sample.pkl')


A Selection of Statistical Visualisations and Metrics ~ Categorical Features

A Selection of Statistical Visualisations and Metrics

Relationship to Target

Feature Categorical Numerical
Categorical [nunique, unique, describe, ] crosstab, ... j [boxplot, ]
value_counts, ... [countplot, ) [catplot, boxplot, ... ]
[countplot, )
Numerical [describe, ] [groupby+describe, j [correlations, )
histplot, boxplot, [catplot, boxplot, ... j [lmplot, ]
displot, ggplot, ...
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A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables

i P { Tips I
® Each level equally llkely. '[sns.countplot (y="size", data=df);
@ Not too many levels: 2—12(ish).

1000

800
600
400
200
0 . C A . e If size was the target, then most models will train

my ideal category towards the majority class (size=2).
e If size was a feature, then quality of predictor could

vary greatly depending on the feature categorical level.

@ nunique, unique, value_counts. e Consider merge/drop rare category levels.

count

size
oUbhwWwNRE
o _-II

50 100 150
count

@ sns.countplot — shows the counts of observations in each categorical level using bars.
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sns.countplot(y="size", data=df);


A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables — Relationship with (Categorical) Target

i feature; { target 2 Titanic

Tsns.countplot(x:"Sex", hue="Survived", data=df);

100 .
smoker Survived
g0 ™= No 400 = 0
N Yes . ]
2 60 2 300
3 3
C a0 © 200
) . - - -
0 0

® Female Male female male

pd.crosstab(columns=df.Sex, index=df.Survived, margins=True, normalize='columns') \
.style.format("{:.2%}") .background_gradient (cmap='summer_r")

sex Female Male All Sex female male All

smoker Survived

No AROREARE | No relationship be- 0 25.80% CRRRINER]  ( Strong relationship
Yes 37.93% 38.22% 38.11% | tween Sex and 1 LX) 18.89% 38.38% | between Sex and

smoker Survived
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sns.countplot(x="Sex", hue="Survived", data=df);


pd.crosstab(columns=df.Sex, index=df.Survived, margins=True, normalize='columns') \
    .style.format("{:.2%}").background_gradient(cmap='summer_r')


A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables — Relationship with (Numerical) Target I

Tsns.countplot(x:"Size", data=df); ] Tsns.catplot(x:"Size", y="a4", data=df, kind:‘bar');]

4
3
<
©
2
0

small medium large
small medium large Size
Size

e Shows the counts of observations in
each categorical level using bar
(height/width).
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sns.countplot(x="Size", data=df);


sns.catplot(x="Size", y="a4", data=df, kind='bar');


sns.catplot(x="Size", y="a4", data=df, kind='bar');


A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables — Relationship with (Numerical) Target

Tsns.countplot(x:"Size", data=df); ]

Tsns.catplot(x:"Size", y="a4", data=df, kind:‘bar');]

small medium large
Size
e Shows the counts of observations in
each categorical level using bar

(height/width).

small medium large
Size

Shows the average level (mean) and uncertainty (std)
of the numerical target (a4) in each categorical level
of the categorical variable.

Vertical bar shows 95% confidence interval.
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sns.countplot(x="Size", data=df);


sns.catplot(x="Size", y="a4", data=df, kind='bar');


sns.catplot(x="Size", y="a4", data=df, kind='bar');


A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables — Relationship with (Numerical) Target I

Tsns.countplot(x:"Size", data=df); ] Tsns.catplot(x:"Size", y="a4", data=df, kind:‘bar');]

80
4
70
60 3
+ 50 75
: 2 -
30
1
20
0 small medium large
small medium large Size
Size
e Shows the counts of observations in e Shows the average level (mean) and uncertainty (std)
each categorical level using bar of the numerical target (a4) in each categorical level
(height/width). of the categorical variable.

e Vertical bar shows 95% confidence interval.
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sns.countplot(x="Size", data=df);


sns.catplot(x="Size", y="a4", data=df, kind='bar');


sns.catplot(x="Size", y="a4", data=df, kind='bar');


A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables — Relationship with (Numerical) Target II

The option kind in catplot can be:

4 40 4
3 30 . 3
<t < <t
© 2 @© 20 1]
2
10 3 ‘
1 : o< . 1
, & & =
0
small medium large small medium large small medium large
Size Size Size

@ bar and point show essentially the same information, but point is more compact when comparing
multiple categorical features to a continuous target on the same plot.
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A Selection of Statistical Visualisations and Metrics Categorical Features

Categorical Variables — Relationship with (Numerical) Target II

The option kind in catplot can be:

4 40 4
3 30 . 3
<t < <t
© 2 @© 20 1]
2
10 : ‘
1 : o< . 1
, & & =
0
small medium large small medium large small medium large
Size Size Size

@ bar and point show essentially the same information, but point is more compact when comparing
multiple categorical features to a continuous target on the same plot.

@ strip shows individual observations — useful (as in this case) to show that the larger uncertainty in
Size="small" observations is mainly due to two outliers.
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A Selection of Statistical Visualisations and Metrics

Categorical Features

Example — Dataset: algae Blooms, Feature: season, Target: a1

60

50

40

count
w
o

20

10

spring

summer autumn
Season

winter

Ce%® o
b

. L] L
. ° o
. : B
'y . ’
‘.' o\\ z
R (A
* 2 #*

spring summerautumn winter

Season

spring summerautumn winter
Season
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df.groupby("Season")["a1"].agg(["mean","count","std"])


A Selection of Statistical Visualisations and Metrics Categorical Features

Example — Dataset: algae Blooms, Feature: season, Target: a1

60 ° . 24
s :

50 . . 22

L0 60 - : = 20
5 S

g30 — - . : ~ 18

© 40 . 5 2 o © /

20 . g . 16
. % . Ll

10 20 = - .: = 14
o I 3

0 o oo [ %3 o 12
spring  summer autumn  winter 0 & % 2 3

Season
spring summerautumn winter spring summerautumn winter
Season Season

Tdf.groupby("Season")["al"].agg(["mean","count","std"])]

mean count std

Season X n o
spring  16.649057 53 23.093786
summer 16.038636 44 17.920798
autumn 17.745000 40 21.611203
winter 17.498361 61 22.568256
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A Selection of Statistical Visualisations and Metrics Categorical Features

Example — Dataset: algae Blooms, Feature: season, Target: a1

60 ° . 24
s :

50 . . 22

L0 60 - : = 20
5 S

g30 — - . : ~ 18

© 40 . 5 2 o © /

20 . g . 16
. % . Ll

10 20 = * 14

> o

o A £

0 o oo [ %3 o 12
spring  summer autumn  winter 0 & % 2 3

Season
spring summerautumn winter spring summerautumn winter
Season Season

Idf. groupby("Season")["al"].agg(["mean","count","std"]) J

mean count std e Countplot shows no issues with feature Season — all levels approximately
Season X n o equally represented.
spring 16649057 53 23.093786 e Catplots show slightly less spread in al for Season="summer" observations.

(strip shows smaller range, point shows smaller standard deviation).
= Mean levels of al for different levels of Season are well within the 95%
autumn 17.745000 40  21.611203 confidence intervals (x + 01.96/+/n), so no/weak relationship between categorical
winter 17.498361 61  22.368256 feature and numerical target.

summer 16.038636 44 17.920798
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df.groupby("Season")["a1"].agg(["mean","count","std"])


A Selection of Statistical Visualisations and Metrics Categorical Features

Example — Dataset: algae Blooms, Feature: size, Target: a1
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df.groupby("Size")["a1"].agg(["min","max","mean","count","std"])


A Selection of Statistical Visualisations and Metrics Categorical Features

Example — Dataset: algae Blooms, Feature: size, Target: a1

80 .° .
80 . °. 30
60 o6
o 60 - 5 25
c ] .
340 - . - —
8] S 40 It 5 s 20
20 :: ., 15
20 “ .
0 e < 10
small medium large 0 & m‘
Size
small medium large small medium large
Size Size
'[df. groupby("Size")["al"].agg(["min", "max", "mean","count","std"]) ]

min max mean count std

Size X n a
small 0.0 89.8 27.255714 70 24.895426
medium 0.0 86.6 11.267857 84 17.163124
large 0.0 56.8 11.611364 44 16.556123

38 of 45



df.groupby("Size")["a1"].agg(["min","max","mean","count","std"])


A Selection of Statistical Visualisations and Metrics Categorical Features

Example — Dataset: algae Blooms, Feature: size, Target: a1

80 ° .
80 o 30
60 o ..
< 60 . 25
% 40 ¥ -
5] = 20 ..: ,'. . 3 20
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20 ) T . 15
20 '5.. 4 e
0 S . < 10
small medium large 0 2 & m‘
Size
small medium large small medium large
Size Size
'[df. groupby("Size")["al"].agg(["min", "max", "mean","count","std"]) ]
min max mean count std

me e Countplot shows no issues with feature Size.

Size X n % e Catplot (point) shows that levels of al are higher for Size="small"
small 0.0 89.8 2725571470  24.895426 observations.
medium 0.0 86.6 11.267857 84  17.163124 = Confidence interval for Size="small" observations do not overlap with CI for
large 00 568 1161136444 16556123 other levels, so significant relationship between categorical feature and numerical
target.
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df.groupby("Size")["a1"].agg(["min","max","mean","count","std"])


A Selection of Statistical Visualisations and Metrics Numerical Features

Numerical Variables

Things here are more complicated as a numer-
ical variable could follow many different dis-
tributions. Here we look at data following the
standard normal distribution. To start we gener-
ate 10,000 values and put in to new DataFrame,
df2.

rv = stats.norm()

data = rv.rvs(size=10_000)

df2 = pd.DataFrame(data, columns=["x"])
df2.head(5)

X
30.184386
21.033751
2 -1.350789
§0.326674
E—1.942126
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rv = stats.norm()
data = rv.rvs(size=10_000)
df2 = pd.DataFrame(data, columns=["x"])
df2.head(5)


sns.histplot(x="x", data=df2, kde=True);


sns.boxplot(x="x", data=df2);


A Selection of Statistical Visualisations and Metrics ~ Numerical Features

Numerical Variables

Things here are more complicated as a numer- '[sns.histplot (x="x", data=df2, kde=True); ]
ical variable could follow many different dis-

tributions. Here we look at data following the 500

standard normal distribution. To start we gener- 200
ate 10,000 values and put in to new DataFrame,
df2. € 300
@ >
rv = stats.norm() 8
data = rv.rvs(size=10_000) 200
df2 = pd.DataFrame(data, columns=["x"])
df2.head(5) 100
. . | .
—_— -4 -2 0 2 4
20.184386 X
1 1.033751
3—1.350789
3 0.326674

4 -1.942126
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rv = stats.norm()
data = rv.rvs(size=10_000)
df2 = pd.DataFrame(data, columns=["x"])
df2.head(5)


sns.histplot(x="x", data=df2, kde=True);


sns.boxplot(x="x", data=df2);


A Selection of Statistical Visualisations and Metrics Numerical Features

Numerical Variables

Things here are more complicated as a numer- Tsns.histplot(x:"x", data=df2, kde=True) ;}
ical variable could follow many different dis-

tributions. Here we look at data following the 500
standard normal distribution. To start we gener-

ate 10,000 values and put in to new DataFrame, 400
df2. € 300
P >
rv = stats.norm() S
data = rv.rvs(size=10_000) 200
df2 = pd.DataFrame(data, columns=["x"])
df2.head(5) 100
X 0
0 0.184386 "o I I "
1 1.033751
2 -1.350789
= -4 -2 0 2 4
3 0.326674 - X
Z-l 942126 Isns .boxplot(x="x", data=df2); J
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rv = stats.norm()
data = rv.rvs(size=10_000)
df2 = pd.DataFrame(data, columns=["x"])
df2.head(5)


sns.histplot(x="x", data=df2, kde=True);


sns.boxplot(x="x", data=df2);


A Selection of Statistical Visualisations and Metrics ~ Numerical Features

Histplot (Histogram) and Boxplot

+ 400
c
3
3 200
I

0
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Histplot (Histogram) and Boxplot

+— 400
c

3
3 200

0 I
01 — 1LSIOR 05 + 1.5IOR

0O median 03

40 of 45



A Selection of Statistical Visualisations and Metrics

Histplot (Histogram) and Boxplot

Numerical Features

@ Histogram is useful in depicting

+ 400 location, spread and shape.
g @ Curve, is estimate of shape given
8 200 infinite data and infinite number
| of bins.
0

@ Boxplots also depicts location,
01 — 1510k 0s + 1.510R sprea}d and shape, but uses
median for estimate of centre,
and quartiles for spread.

0 median 03
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A Selection of Statistical Visualisations and Metrics ~ Numerical Features

Histplot (Histogram) and Boxplot

@ Histogram is useful in depicting

+ 400 location, spread and shape.
g @ Curve, is estimate of shape given
8 200 infinite data and infinite number
of bins.
0 I @ Boxplots also depicts location,

01 — 1.510R 0s + 1.510R spread and shape, but uses
median for estimate of centre,
and quartiles for spread.

o Half the data is within the box,
data points outside the whiskers
(lines) are possible outliers,
denoted by circles.

0 median 0Os
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A Selection of Statistical Visualisations and Metrics

Cumulative Plot and QQ-Plot

Numerical Features

'[sns.ecdfplot(data:dfz, x="x"); ]

1.0

Proportion
o ° ©
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o
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-4 -2 0 2 4
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sns.ecdfplot(data=df2, x="x");


import pingouin as pg
pg.qqplot(df2.x);


A Selection of Statistical Visualisations and Metrics Numerical Features

Cumulative Plot and QQ-Plot

'[sns.ecdfplot(data:dfz, x="x"); J

1.0

o o @
A~ OO @

Proportion

o
[N}

0.0
-4 -2 0 2 4
e Represents the proportien of

observations less than or equal
to given value.
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sns.ecdfplot(data=df2, x="x");


import pingouin as pg
pg.qqplot(df2.x);


A Selection of Statistical Visualisations and Metrics Numerical Features

Cumulative Plot and QQ-Plot

Isns.ecdfplot(data:de, x="x"); ] import pingouin as pg
pg.qgplot(df2.x);
1.0
0.8 o 2
E
506 5
E s 0
©
S04 g
. g
'5 -2
0.2 )
R“=1.000
0.0 —4
—4 -2 0 2 4 -4 -2 0 2
e Represents the proportian of Theoretical quantiles

observations less than or equal
to given value.
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sns.ecdfplot(data=df2, x="x");


import pingouin as pg
pg.qqplot(df2.x);


A Selection of Statistical Visualisations and Metrics Numerical Features

Cumulative Plot and QQ-Plot

Tsns.ecdfplot(data:dfz, x="x"); J ‘import pingouin as pg
pg.qgplot(df2.x);
1.0
0.8 b
Sos
g o
e
S04 g
< s
0.2 ©
0.0
—4 -2 0 2 4 —4 -2 0 2
e Represents the proportien of e Plot of observed quantilé¥atiast dHeokdeizal (assumed
observations less than or equal normal) quantiles. If both sets of quantiles came from the
to given value. same distribution, the points lie on a line (approx.).
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sns.ecdfplot(data=df2, x="x");


import pingouin as pg
pg.qqplot(df2.x);


A Selection of Statistical Visualisations and Metrics

Numerical Features

Example — Dataset: tips, Feature: total_bil1

10 20 30 40 50
total_bill

e 00

Ordered quantiles

R?=0.920

-2 0 2

Theoretical quantiles

Tdf.total_bill.describe() ]

count  244.000000
mean 19.785943
std 8.902412
min 3.070000
25% 13.347500
50% 17.795000
75% 24.127500
max 50.810000

Name: total_bill, dtype: float
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df.total_bill.describe()


A Selection of Statistical Visualisations and Metrics

Numerical Features

Example — Dataset: tips, Feature: total_bil1

10 20 30 40 50
total_bill

e 00

Ordered quantiles

R?=0.920

-2 0 2
Theoretical quantiles

Tdf.total_bill.describe() )

count 244.000000
mean 19.785943
std 8.902412
min 3.070000
25% 13.347500
50% 17.795000
75% 24.127500
max 50.810000

Name: total_bill, dtype: float

e Data is bell curve shaped, but right skewed (data is more

spread out to the right).
e Outliners to the right.

e QQ-Plot indicate that data is not normal, but we could
transform it to be more closer to normal.
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df.total_bill.describe()


A Selection of Statistical Visualisations and Metrics

Numerical Features

Example — Dataset: Titanic, Feature: rare

300
250
200
3

3150

100

0

LY TR XYY .

Ordered quantiles

10

R?=0.519

0 5 10
Theoretical quantiles

Idf.Fare.describe() J
count 891.000000
mean 32.204208
std 49.693429
min 0.000000
25% 7.910400
50% 14.454200
75% 31.000000

max 512.329200
Name: Fare, dtype: float64
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df.Fare.describe()


A Selection of Statistical Visualisations and Metrics Numerical Features

Example — Dataset: Titanic, Feature: rare

10 Tdf. Fare.describe() J
300
250 . B
_% 6 count 891.000000
22 = mean 32.204208
3 150 2 4 std 49.693429
100 3, min 0.000000
8 25% 7.910400
50 c © 50% 14.454200
0 - 5 R2=0.519 75% 31.000000
0 100 200 300 400 500 - max 512.329200
Fare 0 5 10 Name: Fare, dtype: float64
Theoretical quantiles
e This variable is more skewed and dominated by its outliers
which need to be resolved.

0 100 200 300 400 500 of4s



df.Fare.describe()


A Selection of Statistical Visualisations and Metrics Numerical Features

Warning —- Plot Output Depends on Data Assumptions

df = pd.read_csv("data/train.csv'")
sns.catplot(data=df, x="Fare", y="Survived");

Survived
o o o o
N iy [+)] [o2]

o
o

Fare
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df = pd.read_csv("data/train.csv")
sns.catplot(data=df, x="Fare", y="Survived");


df = pd.read_csv("data/train.csv")
df.Survived = df.Survived.astype(str)
sns.catplot(data=df, x="Fare", y="Survived");


A Selection of Statistical Visualisations and Metrics Numerical Features

Warning —- Plot Output Depends on Data Assumptions

‘df = pd.read_csv("data/train.csv")
df = pd.read_csv("data/train.csv'") df.Survived = df.Survived.astype(str)
sns.catplot(data=df, x="Fare", y="Survived");| | sns.catplot(data=df, x="Fare", y="Survived");
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df = pd.read_csv("data/train.csv")
sns.catplot(data=df, x="Fare", y="Survived");


df = pd.read_csv("data/train.csv")
df.Survived = df.Survived.astype(str)
sns.catplot(data=df, x="Fare", y="Survived");


A Selection of Statistical Visualisations and Metrics Numerical Features

Warning —- Plot Output Depends on Data Assumptions

_ df = pd.read_csv("data/train.csv")
df = pd.read_csv("data/train.csv'") df.Survived = df.Survived.astype(str)
sns.catplot(data=df, x="Fare", y="Survived");| | sns.catplot(data=df, x="Fare", y="Survived");
1.0
seaborn tries to infer the correct
0.8 graph based on the data L7
values/type, but it does not always 0 “ A
206 get it correct. 3
= Survived stores 0 and 1 and has =
2 i 2
504 dtype int. 5
o Converting to a Categorical o ,
02 with numeric levels is not enough. 1 m ;',. , .; .
astype(str) converts O and 1
0.0 to "0" and "1".
0 200 400
Fare Fare
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df = pd.read_csv("data/train.csv")
sns.catplot(data=df, x="Fare", y="Survived");


df = pd.read_csv("data/train.csv")
df.Survived = df.Survived.astype(str)
sns.catplot(data=df, x="Fare", y="Survived");


Summary

Summary

@ After reading in the data, exploratory data analysis begins
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Summary

Summary

@ After reading in the data, exploratory data analysis begins
@ Pass 1 is all about assessing the structure and cleanliness of the data

@ Are the column names descriptive and short, or do we need to rename them?
© What datatype is each column - are there any surprises there?
@ How are missing values handled, and can we standardise this?

o Passes 2 and 3 will examine the data more closely, in a repeatable fashion

@ Pandas and seaborn offer easy-to-use ways of visualising columns, noting

@ their datatype
@ their cardinality
@ the visualisation objective: observe distributions or relationships
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